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Topic	Test	1:
Q1.	Cloudwatch.	Logging.	

Q2.	Kinesis	data	store?

S3	and	Redshift.

Amazon	EMR	is	for	big	data	processing

AWS	Glue	is	ETL	service.

Amazon	Athena	is	an	interactive	query	service.

Q3.	Oracle	database	transfer.	AWS	Prescriptive	Guidance.

Amazon	RDS	with	Multi-AZ	deployments.

synchronously	replicates	the	data	to	a	standby	instance	in	a
differente	AZ	(availability	zone)

Oracle	RMAN	is	not	supported	in	RDS

Migrate	Oracle	database	using	the	AWS	Database	Migration	Service.

AWS	Schema	Conversion	Tool	is	for	moving	heterogenous	migrations
(Oracle	->	PostGreSQL)

Amazon	Aurora	not	feasible	for	critical	applications	with	high	availability.

Q4.	Amazon	Elastic	Kubernetes	Service	(Amazon	EKS)	with	IAM	Role	for
Service	Accounts	(IRSA).

Kubernetes	Horizontal	Pod	Autoscaler	automatically	scales	the	number
of	Pods	in	a	deployment

EKS	supports	2	autoscaling	products:

Karpenter

Cluster	Autoscaler

"scale	in,	scale	out"	is	associated	with	horizontal	scaling.

Amazon	CloudWatch	Alarms	does	add	automation,	but	lacks	the
dynamic	response	requride	to	handle	rapidly	changing	traffic	pattern.

the	DELAY	between	alarm	trigger	and	scaling	action	could	lead	to
performance	issues	during	traffic	surgers.

Cluster	Autoscaler	is	generally	slower	to	respond	to	changes	in	demand
compared	to	Karpenter	(also	requires	more	manual	tuning).

Q5.	RDS	with	Multi-AZ.

if	the	primary	database	instance	fails,	the	canonical	name	record
(CNAME)	is	switched	from	the	primary	to	standby	instance.

IP	addresses	are	PER	SUBNET,	and	subnets	cannot	span	multiple	AZs

with	multi-AZ	enabled,	you	already	have	a	standby	database	in	another
AZ

Q6.	Docker-based	batch	application.

Launch	Reserved	EC2	instances	to	process	the	mission-critical	data
and	Spot	EC2	instances	for	processing	non-essential	batch-jobs.

2	different	charge	models	for	ECS	(Elastic	Container	Service):

Fargate	Launch	Type	Model

EC2	Launch	Type	Model

Fargate:

pay	for	the	amount	of	vCPU	and	memory	resources

EC2	no	additional	charge.

Reserved	Instances	offer	considerable	savings	on	EC2	costs	when
compared	to	On-Demand	instance	pricing.

note	reserved	are	NOT	physical	instancaes.

Q7.	AWS	Lambda,	big	Data.

Athena

allows	users	to	query	data	directly	in	S3	using	SQL

serverless	approach	to	analytics	on	S3-stored	data	

formats	such	as	JSON

Redshift	Spectrum

extends	the	querying	capabilities	of	Amazon	Redshift	to	also	access
and	analyse	structured	/	semi-structured	data	in	S3,	supporting
large-scale	analytics.

	Glue

is	a	FULLY-MANAGED	ETL	(Extract,	Transform,	Load)	service	that
helps	catalog,	prepare	and	transform	data	in	S3	for	analytics.

Q8.	Queries	being	lost	in	EC2	Auto	Scaling

Use	Amazon	SQS	queue	to	decouple	the	application	components	and
'scale-out'	the	EC2	instances	based	on
`ApproximateNumberOfMessages`	metric	in	Amazon	CloudWatch

SQS	(Simple	Queue	Service)	is	a	fully	managed	message	queuing
service	that	makes	it	easy	to	decouple	and	scale	

microservices,

distributed	systems,

serverless	applications.

Q9.	Tech	startup	using	Amazon	ECS	cluster	with	AWS	Fargate	serverless
compute	engine	and	Amazon	Aurora

to	do	load-balancing	on	the	duplicate	instances	use	the	built-in	Reader
endpoint	of	the	Aurora	database.

Data	Definition	Language	(DDL)

Data	Manipulation	Language	(DML)

Q10.	Data	recovery	with	AWS	Redshift	cluster

Enable	"cross-region	snapshots	copy"	in	the	Amazon	Redshift	cluster.

is	a	fully-managed	data	warehouse.

Q11.	Park	Kinesis	Stream

by	default,	data	records	are	only	accessible	for	24	hours	from	the	time
they	are	added	to	a	Kinesis	stream.

Q12.	Aurora,	EFS,	EventBridge.	Financial	services	organisation.	Implemented
AWS	IAM	Identity	Center

'principle	of	least	privilege'

IAM	Identity	Center	utilises	permission	sets

AWS	Control	Tower	is	typically	used	for	multi-account	governance	and
high-level	policy	enforcement	using	Service	Control	Policies	(SCPs)

cannot	operate	at	the	account	or	organisation	level

thus	cannot	provide	fine-grained	access	required	for	individual
resources	like	Amazon	Aurora	or	Amazon	EFS

Amazon	Cognito	provides	user	authentication	and	access	with
TEMPORARY	CREDENTIALS

does	not	integrate	with	the	IAM	Identity	Center

AWS	Organisations	can	introduce	overhead.

Q13.	EC2	Nitro	System	is	powered	by	multiple	On-Demand	Amazon	EC2.
Audit	team	wants	logs

Amazon	EMR	=>	Elastic	MapReduce

used	to	process	and	analyse	vast	amounts	of	data.

S3	=	Simple	Storage	Service.

Q14.	'on-prem'(?).	Microsoft	Sharepoint	server	that	uses	a	Windows	shared
file	storage.	Solutions	Architect	needs	to	integrate	with	Active	Directory

Provision	an	Amazon	FSx	for	Windows	File	Server	file	system	and	joint	it
to	an	AWS	Active	Directory	Domain.

EFS	does	not	support	Windows.

You	can't	integrate	Amazon	S3	with	an	existing	Active	Directory	to
provide	authentication	and	access	control.

NFS	file	share	is	used	for	Linux	Systems.	We	must	use	SMB	file	share
instead.

Q15.	Lambda	jobs	are	dying.

the	functions	havea	3	second	default	timeout,	with	the	maximum	being
900	seconds	=	15	minutes.

Q16.	Highly	availabel	International	Money	Transfer	Service.	Route	53.

Configure	an	Active-Active	Failover	with	Weighted	routing	policy.

ACtive-Passive	Failover	is	used	when	you	want	a	primary	resource	or
group	of	resources	to	be	available	MOST	of	the	time

Q17.	Multiple	accounts.	Certain	access	to	services	and	actions	are	properly
controlled	to	comply	with	the	security	policy	of	the	comany.

Use	AWS	Organisations	and	Service	Control	Policies	to	control	services
on	each	account.

Q18.	MS	SQL	Connection	via	port	1433

secure	via	Changing	the	'Source'	to	the	security	group	ID	attached	to	the
application	tier.

Q19.	On-prem	infra	running	low	on	storage.

Amazon	Storage	Gateway.

NOT	Elastic	Block	Storage,

primarily	used	as	a	storage	of	EC2	intsances.

NOR	EC2

this	is	a	compute	service,	not	a	storage	service.

Q20.	new	AMI	now	needs	to	be	used	for	launching	a	fleet	of	EC2	instances.

Create	a	new	launch	template.

Q21.	online	stock	trading	application	stores	financial	data	in	an	S3	bucket
with	a	lifecycle	policy	that	moves	older	data	to	Glacier	every	month.	Strict
compliance	mandates	surprise	audits.

Expited	Retrieval

Purchase	provisioned	retrieval	capacity.

Standard	Retrieval	typically	takes	3-5	hours

Bulk	Retrieval	takes	5-12	hourse

Q22.	VPC	for	Human	Resource	department	and	another	VPC	in	a	different
AWS	region	for	Finance.	Intrusion	Protection	System	(IPS)

Launch	an	AWS	Transit	Gateway	and	add	VPC	attachments	to	connect
all	departments.	Set	up	AWS	Network	Firewall	to	secure	the	application
traffic	travelling	between	the	VPCs

Q23.	Online	Registration	system	hosted	in	EKS	cluster	stores	data	to
`db.t4g.medium`	Amazon	Aurora	cluster.	Move	to	Aurora	serverless	while
minimising	down-time.

Use	AWS	Database	Migration	Service	(AWS	DMS)	to	migrate	to	a	new
Aurora	Serverless	database.

changing	the	instance	class	from	Provisioned	to	Serverless	is	not
possible.

Taking	a	snapshot	of	the	DB	cluster	and	then	using	that	snapshot	to
create	a	new	Aurora	DB	cluster	will	involve	a	long	period	of	downtime

Adding	an	Aurora	Replica	to	the	cluster	and	then	setting	its	instance
class	to	Serverless	+	Failover	to	read	replica	and	promote	to	primary
CAUSES	DOWNTIME

Q24.	EC2	instances	in	a	subnet	in	a	VPC	with	an	Internet	Gatetway.
Architect	launches	ANOTHER	subnet	and	deploys	an	EC2	intsance	in	it,	but
can't	reach	it	from	the	internet:

EC2	instance	may	not	have	a	public	IP	address

route	table	not	configured	properly	to	send	traffic	from	the	EC2	instance
to	the	internet	through	the	internet	gateway.

Q25.	Email	to	the	Operations	team

Amazon	CloudWatch

Amazon	SNS	(Simple	Notification	Service)

BIND	(Berkeley	Internet	Name	Domain)	server	is	used	as	a	DNS	web
service.	It	does	not	monitor	applications	nor	send	email	notifications.

Q26.	SA	designing	HIGHLY-AVAILABLE.	Plans	to	host	application	on	EC2
instances	within	Auto	Scaling	Group.	Data	stored	on	root	EBS	volumes
preserved	if	an	instance	terminates.

Set	the	value	of	`DeleteOnTermination`	attribute	of	the	EBS	volumes	to
`False`.

Q27.	50TB	of	consumer	data.	Highly	transactional.	Trying	to	migrate	a
database	hosted	on-prem	to	AWS

Aurora	is	fully	managed	relational	database	engine.	128TB	/	cluster.

RDS	has	maximum	table	size	of	16TB

Redshift	is	primarily	used	for	OLAP	applications,	not	OLTP

also,	doesn't	scale	automatically

DynamoDB	cannot	handle	complex	queries	and	highly	transactional
(OLTP)	workloads

RDS	not	scalable.

Q28.	AWS	Outposts	servers.	Software	Updates	consisting	of	multiple	files
from	an	S3	bucket.	Company	is	experiencing	significant	delays	in
distributing	these	updates	across	all	servers

Create	an	Amazon	CloudFront	distribution	wit	hthe	`us-west-2`	s3
bucket	as	the	origin.	Use	signed	URLs	for	software	downloads.

Q29.	Start-up	has	EC2	instance	hosting	a	web	application.	Volume	of	users
is	expected	to	grow	in	the	coming	months	and	hence	we	need	elasticity
and	scalability	

Set	up	two	EC2	instances	and	then	put	them	behind	and	Elastic	Load
Balancer	(ELB)

Set	up	two	EC2	instances	and	use	Route	53	to	route	traffic	based	on	a
Weighted	Routing	Policy.

WAF	=	Web	Application	Firewall

Q30.		EC2	in	an	AutoScaling	Group	behind	ALB	(Application	Load	Balancer).
The	app	has	an	embedded	NoSQL	database.	How	to	make	consistent	and
highly	available?

Configure	the	Auto	Scaling	group	to	spread	the	EC2	instances	across	3
Availability	Zones.	Use	the	AWS	Database	Migration	Service	(AWS	DMS)
with	a	replication	server	and	ongoing	replication	task	to	migrate	the
embedded	NoSQL	database	to	Amazon	DynamoDB.
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Storage
At	a	glance:

Amazon	Instance	Store	EC2

EBS	(Elastic	Block	Store)

S3	(Simple	Storage	Service)

S3	Glacier

EFS	(Elastic	File	System)

FSx	for	Lustre

FSx	for	Windows	File	Server

AWS	Backup

AWS	Storage	Gateway.

Amazon	Instance	Store	EC2

loses	data	when	stopped	/	restarted.

EBS	(Elastic	Block	Store)

does	not	lose	data	when	stopped	/	restarted.

mounted	/	attached	to	the	EC2	instance.

ZONAL	in	scope.

can	be	encrypted.

can	be	used	for	a	low-latency	block	for	a	database	to	write	to	with
provisioned	IOPS

S3	(Simple	Storage	Service)

access	files	via	REST	API	call

highly	durable	and	scalable.	can	store	virtually	unlimited	amounts	of	data

standard	->	standard-1	->intelligent-tiering	->	one	zone-1a->	glacier->glacier
deep	archive

30	days	->	90	days	->	180	days.

no	minimum	storage	duration

S3	Glacier

minimum	storage	duration	of	90	days.

expedited,	standard	bulk	ARCHIVE	RETRIEVAL	OPTIONS

1-5mins,	3-5hours,	5-12	hours	respectively.

expedited	not	available	for	DEEP	ARCHIVE

EFS	(Elastic	File	System)

POSIX-compliant

uses	NFS	(Network	File	System)	protocol	--	works	as	a	file	Share.

only	supports	linux.

scalable.	can	also	be	simultaneously	accessed	by	multiple	Amazon	Linux
EC2	instances	in	different	availability	zones.

this	is	the	general-purpose	elastic	NFS	file	system.	it	grows	and	shrinks
automatically.

FSx	for	Lustre

mainly	used	for	HPC.	it's	a	parallel	file	system.

huge	throughput

is	usually	linked	to	an	S3	bucket.

FSx	for	Windows	File	Server

fully	managed	Microsoft	Windows	file	server	service

SMB	(Server	Message	Block)	protocol

can	be	integrated	to	existing	Microsoft	Active	Directory	or	AWS	Managed
Microsoft	AD

Can	be	used	as	shared	file	storage	for	your	Microsoft	SharePoint,	Microsoft
SQL	Server,	Microsoft	Containers

AWS	Backup

fully	managed	backup	service

service	level	backups:	amazon	FSx,	Amazon	EFS,	DynamoDB,	EC2

service	level	snapshots	Amazon	Aurora,	RDS,	EBS,	Storage	Gateway.

AWS	Storage	Gateway.

hybrid	cloud	storage	service

connects	on-prem	apps	and	data	storage	to	the	AWS	cloud

file	gateway;	volume	gateway;	tape	gateway

Networking	and	Content	Delivery
Glance:

Amazon	VPC

Elastic	Load	Balancing

Amazon	Route	53

AWS	Global	Accelerator

Amazon	CloudFront

AWS	PrivateLink

AWS	VPN

AWS	Direct	Connect

AWS	Transit	Gateway

Amazon	API	Gateway

AWS	App	Mesh

AWS	Cloud	Map

Amazon	VPC

Virtual	Private	Cloud

Elastic	Load	Balancing

routes	incoming	traffic	across	multiple	availability	zones,	within	a	single
AWS	region	only

TYPES:

Application	Load	Balancer	(ALB)

http	/	https	/	gRPC

for	web	apps,	microservices	and	containers

Network	LB	(NLB)

TCP	/	UDP

millions	of	requests	per	second	with	ultra-low	latency

Gateway	LB	(GWLB)

IP

running	third-party	virtual	appliances

Classic	(CLB)

http	/	https	/	tcp	/	ssl	/	tls

legacy	apps	in	AWS

Custom	Security	Policies	and	TCP	Passthrough	configuration

Amazon	Route	53

DNS.	maps	domain	names	to	Elastic	IP	address,	EC2	instance,	S3	static
website,	Elastic	load	Balancers,	CloudFront	Web	Distributions

Routing	Policies:	Simple,	Failover,	Geolocation,	Geoproximity,	Latency-
Based,	Multivalue	Answer,	Weighted

fails	on	TTL,	since	DNS	failover	takes	minutes	not	seconds

AWS	Global	Accelerator

routes	traffic	at	the	edge	and	caches	nothing.

Amazon	CloudFront

caches	at	the	edge.

AWS	PrivateLink

this	is	for	every	other	AWS	service,	plus	third-party	/	partner	services.

doesn't	include	S3	and	DynamoDB	--	those	are	for	free	and	can
circumvent	the	NAT	gateway	charges

AWS	VPN

is	encrypted	but	bandwidth	is	dependent	on	internet	->	rides	on	public
internet

uses	IPsec	protocol

allows	connecting	on-prem	network	to	AWS

AWS	Direct	Connect

does	not	pass	thorugh	the	public	internet

AWS	Transit	Gateway

Amazon	API	Gateway

AWS	App	Mesh

AWS	Cloud	Map

Database
OLTP	vs	OLAP:

OLTP	-	transactions

many	small	reads	and	writes,	row	at	a	time

row-oriented

RDS,	Aurora,	DynamoDB

"orders",	"users",	"ACID",	"the	application	writes"

OLAP	-	analytics

few	enormous	scans,	column	at	a	time

columnar

Redshift,	Athena,	EMR

"petabyte",	"analytics",	"data	warehouse",	"reporting",	"loaded	from	S3"

Overview:

Relational	(ACID:	Atomicity;	Consistency;	Isolation;	Durability)

Amazon	RDS

Amazon	Aurora

NoSQL

Amazon	DynamoDB

Amazon	DocumentDB

In-Memory

Amazon	ElastiCache

redis

Memcached

Other	Databases

Keyspaces

Neptune

Timestream

Quantum	Ledger

Data	Warehouse

Redshift

Amazon	RDS

Amazon	Aurora

Amazon	DynamoDB

Amazon	DocumentDB

Amazon	ElastiCache

caching	service.

allows	open-source	in-memory	databeses.

faster	than	disk-based	databeses

sub-millisecond	latency,	data	partitioning.

Keyspaces

for	wide-column.	Cassandra-compatible

Neptune

fast,	reliable,	fully-managed	graph	database

easy	to	build	and	run	applications	that	work	with	highly	connected
datasets

allows	billions	of	relationships	and	query	of	datagraphs	with	millisecond
latency.

Timestream

time-series

Quantum	Ledger

immutable	ledger

Redshift

can	handle	petabyte-scale	columnar	analytics,	queried	with	SQL,	over
structured	data	loaded	from	Amazon	S3

primarily	used	for	Online	Analytical	Processing	or	OLAP	applications	like
data	reporting	and	analytics

'fully	managed	data	warehouse'

Application	Integration
Overview:

SQS

SNS

Step	Functions

MQ

EventBridge

AppSync

AppFlow

SQS

SNS

Step	Functions

serverless	function	orchestrator	for	AWS	Lambda

orchestrate	multiple	AWS	lambda	functions	in	order	to	achieve	a	specific
workflow.

enables	the	creation	of	a	'state	machine'	containing	a	combination	of	steps,
activities	and	service	tasks.

"visible	execution	state"

chained	Lambdas	would	hide	state	and	each	hop	would	be	capped	at	15
minutes.

MQ

Message	Queue

type	of	asynchronous	communication

uses	the	open-source	'Apache	Active	MQ'	message	broker.

works	like	Amazon	SQS	but	supports	more	messaging	protocol	types

supports	Java	Message	Service	(JMS),	.NET	Message	Service	(NMS),	AMQP,
MQTT,	WebSocket	and	many	others.

EventBridge

serverless	event	bus	service.

suitable	for	building	event-driven	applications.

AppSync

AppFlow

Compute
Orchestrator	vs.	Compute:

two	separate	choices:

orchestrator:	who	schedules

ECS	(AWS-native)

EKS	(Kubernetes)

the	compute:	what	it	runs	on

EC2	(yours)

Fargate	(serverless)

Overview:

Virtual	Machines

Amazon	EC2

Amazon	LightSail

AWS	Outposts

Serverless

AWS	Lambda

AWS	Fargate

Orchestration

AWS	Elastic	Beanstalk

AWS	Batch

Container

Amazon	EKS

Amazon	ECS

Amazon	EC2

Elastic	Compute	Cloud	=	EC2

Auto	Scaling	scales	instances	against	a	metric;	it	has	no	concept	of	a	job.

Amazon	LightSail

AWS	Outposts

AWS	Lambda

AWS	Fargate

a	serverless	compute	engine.

works	on	ECS,	EKS

provides	a	more	cost-effective	solution	than	a	container	running	on	Amazon
EC2	launch	type.

provides	the	tasks	and	pods	in	their	own	isolated	compute	environment.

AWS	Elastic	Beanstalk

automates	the	deployment,	management,	scaling	and	monitoring	of	your
custom	applications	in	AWS

just	upload	your	application	and	it	automatically	handles	the	common	tasks
to	run	your	application:

capacity	provisioning,	load	balancing,	database	management,	auto-
scaling	and	health	monitoring.

AWS	Batch

dynamically	provisions	the	optimal	quantity	and	type	of	compute	resources,
based	on	the	volume	and	specific	resource	requirements.

does	the	planning	scheduling,	and	execution	of	your	batch	computing
workloads	using	Amazon	EC2	instances.

Amazon	EKS

Amazon	ECS

a	container	orchestration	servec	that	supports	Docker	containers

runs	your	ECS	tasks	using	EC2,	Fargate

an	IAM	role	can	be	attached	to	the	ECS	task

Autoscaling

Containers
Glance:

Amazon	ECS

EKS

Fargate

ECR

Cli	Tools:

AWS	App2Container	(A2C)

AWS	Copilot

Amazon	ECS

Elastic	Container	Service

EKS

Elastic	Kubernetes	Service

Fargate

ECR

AWS	App2Container	(A2C)

AWS	Copilot

Deployment

Monitoring

Audit

Security

Identity

Management

Transfer

ML

Analytics

EMR

Elastic	MapReduce

cluster	for	Hadoop	and	Spark	--	big-data	frameworks,	not	arbitrary	jobs

Application	Integration.

Simple	Queue	Service	(SQS)

delivers	each	message	to	one	consumer

Simple	Notification	Service	(SNS)

fully	managed	messaging	and	notification	service.

enables	communication	between	systems	through	publish/subscribe	(aka
pub/sub)	messaging

messaging	via	mobile	push,	email	or	SMS

SNS	to	HTTPS	endpoints	does	not	buffer.	loses	messages	once	SNS
exhausts	the	retries

Step	Functions

MQ

EventBridge

AppSync

AppFlow

Transfer	and	Migration.

DataSync

transfers	your	data	from	on-premises	data	center	to	AWS

copy	large	amouts	of	data

bulk	one-off	or	scheduled	transfer,	on	prem	NAS	/	filer	->	S3

AWS	Snowball	Family	(all	physical)

Snowcone

Snowball

Snowmobile

Transfer	Family

managed	SFTP/FTPS/FTP	endpoint	in	front	of	S3	so	partners	can	upload	to
you.	Ongoing.

Storage	Gateway

Hybrid,	permanent	-	on-prem	keeps	low-latency	access	while	data	lives	in
AWS.

Lambda
Q4.	Transfer	and	Migration

here,	93	*	400	/	100	=	372	days	>	1	month.

AWS	own	rule	is	that	anything	over	1	week	goes	physically	--	hence	Snow
family.

Table	of	Contents	(for	Day	1).	Slides:

1.	Course	Intro	and	Exam	Overview

Exam	overview

Question	formats

Score	performance	and	section	weightings

Four	Exam	Domains

2.	AWS	Overview	

AWS	Global	Infrastructure	--	Region,	AZ,	edge

Advantages	of	Cloud	Computing

Shared	Responsibility	Model

AWS	Support	Plans

AWS	Well-Architected	Framework

3.	AWS	Services	Overview	(15	categories)

*	Compute

*	Containers

*	Storage	--	incl.	EFS,	FSx

*	Database

*	Deployment

*	Monitoring	(cloudWatch)

*	Audit	and	Compliance

*	Networking	and	Content	Delivery

*	Application	Integration

*	Security

*	Management	and	Governance

*	Identity

*	Transfer	and	Migration

*	Machine	Learning

*	Analytics

4.	IAM

Overview

Identities	--	users,	groups,	roles

Policy	Types

Policy	Basics

Policy	Evaluation	Logic.

DW3:

IAM	=	Identity	&	Access	Management.

Grant	Least	Privilege.

use	the	instance	profile	to	pass	a	specific	IAM	role	to	your	Amazon	EC2
instance	for	it	to	perform	certain	actions

A	principal	is	an	identity,	not	an	IP	Address.

a	private	ip	also	changes	every	time	the	auto	scaling	group	replaces	the
instance,	so	the	policy	would	break	on	its	own.

Identity-Based	Policy

IAM	User

IAM	Group

IAM	Role

Resource-Based	Policy.

an	identity-based	policy	is	attached	to	a	principal	and	says	which
resources	it	may	touch.

a	resource-based	policy	is	attached	to	a	resource	and	names	the
principal	-	which	is	why	it	is	the	only	one	that	can	point	at	another
account.

same	account	=>	an	Allow	in	either	suffices

cross-account	=>you	need	both	(a	bucket	policy	granting	the
external	principal,	and	an	identity	policy	in	their	account	permitting
the	call)

Cross	Account

grants	access	to	your	resources	in	one	account	to	a	trusted	principal	in
a	different	AWS	account

AWS	Service	Role

assumed	by	an	AWS	service	or	applications	running	in	your	EC2
instance

limited	within	your	AWS	account	only

the	custom	applications	hosted	in	EC2	can	assume	an	AWS	service	role
to	perform	certain	actions

AWS	Service-linked	role

A	predefined	role	that	is	directly	linked	to	an	AWS	service.

Policy	Types:

Grants:

identity-based:	managed,	inline

group	policies

resource-based

Ceilings:

SCP	->	sits	at	the	organisation	level.

a	member-account	admin	cannot	see	it,	edit	it	or	escape	it.

permissions	boundary

real	ceiling,	but	attached	per	identity,	inside	the	account.

session	policy

All	6	types:

Identity	Based

two	types:	Managed	Policy;	Inline	Policy

Resource	Based

Permissions	Boundaries

AWS	Organisations	SCPs

S3	Access	Control	Lists	(ACLs)

Session	Policies
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Day	2.	28th	August.	VPC	Focus.
Schedule:

Warm-up

V1:	VPC	Anatomy

V2:	Gateways	and	Network	Address	Translation

V3:	Security	group	vs	network	access	control	list

V4:	Leaving	the	VPC	--	peering,	VPC	endpoints,	Direct	Connect	vs	VPN,
Transit	Gateway.

Warm-up	
An	Amazon	EBS	volume	is	a	block	device	on	ONE	instance	in	ONE	AZ
(Availability	Zone).

every	instance	sees	only	its	own	frames.

EBS	Multi-attach	exists,	but	it's	io1/io2	only.	only	AZ

Amazon	EFS	is	NFSv4.	one	filesystem,	a	mount	target	in	each	AZ,	POSIX
lock	intact.

What	are	the	2	filesystem	operations	an	object	store	cannot	give	that	this
'video-farm'	workload	needs?	What	would	need	to	change	for	S3	to	be	the
solution?

concurrent	file	modification	IS	what	EFS	is	for.	S3	and	EBS	can't	do
concurrent	file	modification.

Recall	the	equation:	93	x	TB	/	MBPS	=	days	of	transfer.

V0:	VPC	Slides.
availability	zones,	route	tables.	Private	subnet,	Public	subnet.	Internet
Gateway,	Virtual	Private	Gateway.

Region	encapsulates	VPC,	which	(maybe)	encapsulates	Route	Table,	which
then	encapsulates	Private	Subnet	and	Public	Subnet.

Private	Subnet	must	reside	entirely	within	one	AZ	only.

one	subnet	cannot	span	to	two	or	more	AZs

Public	Subnet	can	have	multiple	subnets	in	the	same	Availability	Zone

We	can	also	bind	a	Network	ACL	on	the	Private	Subnet	and	Public	Subnet.
this	seems	to	increase	security	somewhat

Network	ACL	=	?

In	terms	of	services,	backend	systems	like	DATABASES	or	APPLICATION
servers	are	not	meant	to	be	accessed	publicly.

EFS,	RDS,	FSx,	Private	EC2	Servers

hence	on	the	private	subnet

We	can	have	Public	EC2	Web	Servers	(part	of	a	security	group),	on	the
public	subnet

this	subnet	has	a	connection	to	the	Internet	Gateway	of	the	VPC

The	picture	complexifies	slightly	to	include	security	via	AWS	IAM	and	VPC
Peering	which	connects	to	Amazon	VPC.	The	virtual	private	gateway	points
to	on-prem	data	center	and	the	Internet	Gateway	points	out	to	the	public
internet:

	

Shared	Responsibility?

Amazon	S3		is	not	hosted	in	an	Amazon	VPC

Lambda	and	DynamoDB	are	fully-managed	by	AWS

Amazon	VPC	Components
Glance:

CIDR	Block

Subnets

Route	Table

DHCP	Options	Set

NAT	Devices

Network	ACLs

Security	Groups

Different	Types	of	Gateways

CIDR	Block

allows	you	to	specify	the	size	of	your	network

allowed	block	size	for	a	VPC	is	between	/16	to	/28	netmask.

a	netmask	(subnet	mask)	tells	you	the	total	number	of	available	hosts
for	your	network:

/16	=	65536	IP	Address

/17	=	32768

/18	=	16384

/28	=	16

AWS	reserves	5	IP	Addresses	from	your	CIDR	block.

10.0.0.0	-	Network	Address

10.0.0.1	-	VPC	Router

10.0.0.2	-	DNS	Server

10.0.0.3	-	Reserved	for	Future	Use

10.0.0.255	-	Network	Broadcast	Address

Subnets

Route	Table

the	implicit	router	in	Amazon	VPC

controls	the	network	traffic	in	your	VPC	through	subnet	routing.

all	subnets	in	your	VPC	must	be	associated	with	a	route	table

a	route	table	can	either	be	the	main	route	table	OR	a	custom	route	table.

a	subnet	in	your	VPC	can	only	be	associated	with	one	route	table	at	a	time
but	you	can	associate	multiple	subnets	with	the	same	subnet	route	table.

DHCP	Options	Set

a	set	of	options	that	controls	the	automatic	provisioning	of	IP	addresses	to
your	Amazon	EC2	instances	and	other	resources

allocates	an	IP	address	to	every	host,	virtual	machine,	EC2	instance,	RDS
database,	load	balancer,	or	any	other	AWS	resources	in	your	VPC

configures	DNS,	NetBios	Name	Server,	and	Network	Time	Protocol	(NTP)

NAT	Devices

IPv4	->	NAT	Instance	/	NAT	Gateway.

Uses	Network	Address	Translation	(NAT)

enable	Amazon	EC2	instances	that	are	in	a	private	subnet	to	connect	to	the
public	internet	or	other	AWS	services

prevents	the	public	internet	from	initiating	connections	with	your	private
EC2	instances

works	like	a	one-way	street	which	means	only	the	thraffic	initiated	within
your	VPC	is	allowed,	but	not	vice-versa.

NAT	Instance,	Gateway:

Instance:

a	virtualised	NAT	device	running	in	an	EC2	instance	within	your	VPC

managed	by	the	customer	(us)

not	highly	available,	nor	scalable.

Gateway:

an	advanced	NAT	device	that	is	not	running	in	your	VPC

managed	by	AWS

highly	available	and	scalable.

note	that	1	NAT	Gateway	being	routed	to	from	0.0.0.0/0	in	an	AZ	public
subnet,	as	opposed	to	3	NAT	Gateways	each	being	pointed	to	from	an
AZ	results	in	cheaper	hourly	charges,	but	then	incurs	cross-AZ	transfer
with	availability	being	a	SPOF	(single	point	of	failure)

a	Gateway	must	live	in	a	public	subnet	if	it	wants	instances	in	other
private	subnets	to	point	0.0.0.0/0	at	it.	otherwise	nothing	will	reach	the
internet

any	subnet,	whose	route	table	points	at	the	NAT	gateway	is	served	by	it	-
AZ	is	irrelevant.

private	EC2	->	private	route	table	->	NAT	Gateway	+	Elastic	IP	->	public
route	table	->	internet	gateway	->	internet.

Network	ACLs

packet	is	sent	from	security	group,	and	abides	by	it's	rules	first	on
outbound

on	the	way	back	in,	the	Network	ACL	will	be	hit	first,	and	then	passed	to	the
security	group.

Security	Groups

private	subnet	->	security	group	->	network	acl	->	nat	gateway.

Different	Types	of	Gateways

Internet	Gateway

Customer	Gateway

Virtual	Private	Gateway

Carrier	Gateways

for	VPCs	that	use	AWS	Wavelength	to	deliver	ultra-low	latency
applications	for	5G	devices

allows	incoming	traffic	from	a	carrier	network	in	a	specific	location

allows	outgoing	traffic	to	the	carrier	network	and	to	the	public	internet

only	available	for	VPCs	that	contain	subnets	in	a	Wavelength	zone

Egress-only	Internet	Gateway

IPv6

Amazon	VPC	Network	Architectures
Glance:

Default	VPC

Amazon	VPC

Network	ACL	vs	Security	Group

Default	VPC

VPC	Peering	is	non-transitive.

peering	is	a	private	wire,	not	a	router.

there	is	a	default	VPC	in	each	AWS	region

can	immediately	be	used	to	launch	Amazon	EC2	instances,	ELB,	RDS,
etc.

good	for	quickly	launching	simple	public	sites	/	applications

can	be	configured

has	an	attached	Internet	Gateway	by	default

Amazon	VPC

can	be	configured	to	have	a	single	public	subnet

or	public	/	private

with	Hardware	VPN	access

can	also	drop	public	too.

Network	ACL	vs	Security	Group

created	by	default	when	we	launch	a	new	VPC	and	on	the	default	VPC

acts	as	a	virtual	firewall	that	protects	AWS	resources	from	unauthorised
traffic

inbound	&	outbound	rules	can	be	set	to	have	one	IP	address	or	a	CIDR
range	as	a	source

allows	you	to	control	the	incoming	and	outgoing	traffic	to	and	from	your
network.

Security	Group:

cannot	explicitly	DENY	traffic

STATEFUL	=	the	security	group	remembers	the	connection.

so	the	reply	is	never	checked	against	outbound	rules.

a	reply	to	a	permitted	inbound	request	leaves	automaticall;	its	outbound
rules	are	never	consulted	for	that	reply.

they	govern	only	the	connections	the	instance	itself	starts.

----------------------------------------------------------------------------------------------------

tracks	all	the	status	of	the	incoming	requests

if	a	traffic	is	a	response	to	a	particular	request,	then	it	will	be	allowed
automatically	regardless	of	any	rules	in	your	Outbound	Rules

it	is	aware	if	the	outgoing	traffic	is:

initiated	from	the	EC2	instance	itself

a	response	to	the	request	that	was	initiated	externally

its	outbound	rule	can	filtre:

an	API	call	initiated	by	an	application	hosted	in	the	EC2	instance

a	scheduled	OS	Patch	that	is	initiated	by	the	EC2	which	automatically
fetches	updates	from	a	designated	repository.

no	rule	number.

evaluates	ALL	of	the	rules	at	the	same	time.

applies	the	rules	to	a	single	EC2	instance	only	or	to	a	group	of	AWS
resources	where	it	is	associated	with.

does	not	use	'ephemeral	parts'

Network	ACL:

can	explicitly	DENY	traffic

STATELESS

reflex:	ask	"what	does	the	return	packet	look	like?"

security	group	=>	never	ask	(it	remembers)

IAM	rules	of	explicit	deny	outranking	explicit	allow	do	not	apply	to	Network
ACL	inbound	rules

these	rules	just	read	the	table	from	top-bottom	and	then	a	match	exits
out	of	the	logic.

----------------------------------------------------------------------------------------------------

the	inbound	traffic	that	has	already	been	permitted	before	is	still	subject	to
the	rules	for	the	outbound	traffic,	and	vice	versa.

provides	a	more	fine-grained	control	to	configure	both	the	inbound	and
outbound	rules

each	rule	has	a	corresponding	rule	number

evaluates	rules	in	order,	starting	with	the	lowest	numbered	rule

applies	the	rules	of	all	EC2	instances	and	other	AWS	resources	in	the
subnets	that	it's	associated	with.

uses	'ephemeral	parts'

V1:	VPC	Anatomy
"public"	is	a	routing	fact,	not	a	setting.

there	is	no	'public	subnet'	checkbox.	a	subnet	is	public	iff	its	route	table
sends	`0.0.0.0/0`	to	an	internet	gateway.

three	things	must	hold	before	an	instance	reaches	the	internet,	and	our
scenario	only	had	the	third:

internet	gateway	(IGW)	attached	to	the	VPC,

0.0.0.0/0	->	IGW	route	on	that	subnet's	route	table

a	public	IPv4	address	on	the	instance?

V2:	Gateways	and	NAT

V3:	Security	group	vs	network	ACL

V4:	Leaving	the	VPC

Day	1	slides	notes:
EBS	is	faster	than	S3	and	EFS.	(data	retrieval)

TutorialsDojo	Topic	Test	(VPC)
Q1.	IPv4	full.	how	to	scale	vertically	and	fix	immediate	fullness?

set	up	a	new	IPV6-only	subnet	with	a	large	CIDR	range.	associate	new
subnet	with	the	VPC	then	launch	the	instance.

new	IPv4	not	scalable,	because	that	can	be	exhausted	easily...

Q2.	SAP	HANA	for	ERP(?).	What	to	configure	to	allow	VPC	to	connect	through
to	AWS	VPN?

an	internet-routable	IP	address	(static)	of	the	customer	gateway's	external
interface	for	the	on-prem	network.

by	default,	instances	that	you	launch	into	a	virtual	private	cloud	(VPC)	can't
communicate	with	your	own	network.

you	can	enable	access	to	your	network	from	your	VPC	by	attaching	a
virtual	private	gateway	to	the	VPC,	creating	a	custom	route	table,
updating	security	group	rules	and	creating	an	AWS-managed	VPN
connection.

although	VPN	is	a	general	term,	in	Amazon	VPC	docs	it	refers	to	the
connection	between	VPC	and	your	own	network.	

a	customer	gateway	is	a	physical	defice	or	software	application	on	your
side	of	the	VPN	connection

most	importantly,	we	don't	need	a	NAT	instance	to	create	a	VPN
connection

EIP	does	not	attach	to	a	Virtual	Private	Gateway	

Q3.	Financial	data	in	S3	bucket.	Web	app	in	EC2.	how	to	decouple	the	S3
bucket	from	internet?

your	VPC	lives	within	a	larger	AWS	network,	and	the	services	S3,
DynamoDB,	RDS,	etc	are	located	outside	of	your	VPC,	but	still	within	the
AWS	network.	

by	default,	the	connection	that	your	VPC	uses	to	connect	to	the	S3
bucket	or	any	other	service	traverses	the	public	internet	via	your	public
Internet	Gateway.

A	VPC	endpoint	enables	you	to	privately	connect	your	VPC	to	supported
AWS	services	and	VPC	endpoint	services	powered	by	PrivateLink	without
requiring	an	internet	gateway,	NAT	device,	VPN	connection,	or	AWS	Direct
Connect	connection.	

Instances	in	your	VPC	do	not	require	IP	addresses	to	communicate	with
resources	in	the	service.	hence,	traffic	between	your	VPC	and	the	other
service	does	not	leave	the	Amazon	network.

there	are	two	types	of	VPC	endpoints.	interface	endpoints,	and	gateway
endpoints

you	have	to	create	the	type	of	VPC	endpoint	required	by	the	supported
service.

an	interface	endpoint	is	an	elastic	network	interface	with	a	private	IP
address	that	serves	as	an	entry	point	for	traffic	destined	to	a	support
service.

a	gateway	endpoint	is	a	gateway	that	is	a	target	for	a	specified	route
in	your	route	table,	used	for	traffic	destined	to	a	supported	AWS
service.

Q4.	should	we	change	Route	tables	or	Security	Group	rules?

change	inbound	Security	Group	to	allow	http.

Q5.	what	to	do	to	set	up	a	peering	connection?

a	VPC	peering	connection	is	a	networking	connection	between	two	VPCs
that	enables	you	to	route	traffic	between	them	privately.	instances	in	either
VPC	can	communicate	with	each	other	as	if	they	are	within	the	same
network.

you	can	create	a	VPC	peering	connection	between	your	own	VPCs,	with
a	VPC	in	another	AWS	account,	or	with	a	VPC	in	a	different	AWS	region.

AWS	uses	the	existing	infrastructure	of	a	VPC	to	create	a	VPC	peering
connection;	it	is	neither	a	gateway	nor	a	VPN	connection	and	does	not
rely	on	a	separate	piece	of	physical	hardware.

no	SPOF	for	communication	/	bandwidth	bottleneck.

Q6.	how	to	hide	S3	->	EC2	data	traversal?

yes,	by	default	it	goes	through	the	internet.	but	we	can	use	the	VPC
endpoint	to	hide	from	the	internet.	same	as	Q3,	above.

endpoints	are	virtual	devices	--	they	are	horizontally	scaled,	redundant	and
highly	available	VPC	components	that	allow	communication	between
instances	in	your	VPC	and	services	without	imposing	availability	risks	or
bandwidth	constraints	on	your	network	traffic.

Q7.	peering	connection.	VPC-1	is	private,	VPC-2	is	public.	how	to	increase	fault
tolerance	of	VPC-1?

VPC	peering	connection	does	not	support	edge-to-edge	routing.

so	if	either	VPC	is	in	a	peering	relationship	and	has	one	of	the	following
connections,	you	cannot	extend	the	peering	relationship	to	that	connection:

a	VPN	connection	or	an	AWS	Direct	Connect	connection	to	a	corporate
network

an	Internet	connection	through	an	Internet	Gateway

an	Internet	connection	in	a	private	subnet	through	a	NAT	device

a	gateway	VPC	endpoint	to	an	AWS	service;	for	example,	an	endpoint	to
S3

A	ClassicLink	connection.	You	can	enable	IPv4	communication	between
a	linked	EC2-Classic	instance	and	instances	in	a	VPC	on	the	other	side
of	a	VPC	peering	connection.	However,	IPv6	is	not	supported	in	EC2-
Classic,	so	you	cannot	extend	this	connection	for	IPv6	communication.

	if	VPC	A	and	VPC	B	are	peered,	and	VPC	A	has	any	of	these	connections,
then	instances	in	VPC	B	cannot	use	the	connection	to	access	resources	on
the	other	side	of	the	connection.	Similarly,	resources	on	the	other	side	of	a
connection	cannot	use	the	connection	to	access	VPC	B.

Hence,	this	implies	that	VPC-2	cannot	extend	the	peering	relationship
between	VPC-1	and	the	on-premises	network.	In	other	words,	traffic
originating	from	the	corporate	network	cannot	establish	a	direct
connection	to	VPC-1	by	routing	it	through	VPC-2,	whether	using	a	VPN
connection	or	an	AWS	Direct	Connect	connection.
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Day	3.	Saturday.

Warm-up.
S3	and	DynamoDB	hit	Gateway	Endpoint,	whereas	all	the	other	AWS
services	hit	Interface	Endpoints.

hourly	charge	for	S3	and	DynamoDB	are	free.	(Gateway)

Hourly	Charge	and	Per-GB	charge	are	none	for	Gateway.

note	that	Interface	charges	Per-hour	PER	Availability	Zone

per-GB	(0.01)	is	shared.

indeed	it	is	cheaper	to	buy	'reserved	instances'	or	a	'Savings	plan'	covering
baseline	EC2	instances

additionally,	for	the	Heavy-use	you	can	use	'Spot	instances'

nightly	transcoding	batch.

commitment	buys	the	discount	on	predictable	load

interruptibility	buys	the	discount	on	flexible	load.

Capacity	Reservation	buys	capacity;	Savings	Plans	and	Reserved	instances
buy	discount.

every	reserved	instance	--	Standard	or	convertible,	is	an	EC2-only
instrument.	

it	is	pinned	to	an	instance	type,	so	moving	to	Fargate	or	Lambda	takes
the	discount	to	zero.

a	Compute	Savings	Plan	commits	dollars	per	hour,	not	instances.

it	applies	itself	automatically	across	EC2	(any	family,	size,	operating
system,	tenancy,	Region),	Fargate	and	Lambda.

there's	nothing	pinned,	so	there's	nothing	to	exchange.

savings	plans	are	more	flexible	than	Reserved	Instances	and	reach
roughly	the	same	discount

yet	Reserved	Instances	exist	because	we	can	book	availability.

furthermore,	savings	plans	can't	be	resold,	transferred	or	cancelled.

Standard	is	sold,	Convertible	is	Converted...

the	flexible	one	cannot	be	traded	away,	the	tradeable	one	cannot	be
changed.

every	other	Reserved	Instance	property	--	Availability	zone,	network,
instance	size	within	the	same	family	belongs	to	both.

All	Upfront	->	Highest	savings.

partial	upfront	->	middle.

no	upfront	->	least	discount,	billed	monthly.

Amazon	EC2	Overview.
Shared	Responsibility

can	be	integrated	with	lots	of	AWS	Services.

contains:

CPU

Memory	(RAM)

Network	->	VPC;	Elastic	IP;	Elastic	Network	Interface	(ENI);	Placement
Groups;	Elastic	Network	Adapter	(ENA);	Elastic	Fabric	Adapter	(EFA)

Disk	Image	(ISO)	->	Amazon	Machine	Image	(AMI)

SSD/HDD	Storage	->	Instance	Store;	Amazon	EBS

Shared	File	Server	->	EFS,	FSx	for	Lustre,	FSx	for	Windows	File	Server

Object	Storage	->	S3

Auto	Scaling	->	EC2	Auto	Scaling

Instance	Purchasing	Options
Rack,	with	rack-mounted	servers,	with	a	single	server	instantiating	multiple
EC2	instances.

On-Demand

no	interruptions

pay	by	the	second	(minimum	of	1	min)	on	Linux

pay	by	the	hour	(minimum	of	1	hour)	on	Windows

use	cases:

mission	critical	workloads.

short-trem

handling	steady	state

running	the	master	node	and	the	core	nodes	of	your	Amazon	EMR	cluster

capacity	reservation:

allows	reservation	of	EC2	capacity	for	a	specific	AZ	(Availability	Zone)	for	a
period	of	time.

no	one-year	or	three-year	term	reservation	/	commitment

good	for	when	you	need	compute	for	a	week	or	few	months

Spot

low	supply	=	high	price.

lowest	cost.

spare	or	unused	EC2	Capacity	(surplus)

automatically	killed	for	priority	customers	(on-demand,	etc	orders)

based	on	the	"spot	market"

lower	prices

features:

discounts	of	up	to	90%	compared	to	on-demand.

most	cost	effective.

suitable	for	non-critical	/	infrequent	jobs

use	cases:

good	for	development	/	test	environments

apps	with	flexible	start	and	end	times

interruptible	workloads	that	can	handle	failures	gracefully

handling	peak	load	/	additional	load	ontop	of	the	usual	Reserved	/	On-
demand	EC2	instances

highly	dynamic	batch	processing	where	each	job	is	stateless

spot	fleet

collection	(fleet)	of	Spot	Instances

can	have	on-demand	instances

spot	block

specify	a	"block	of	time"	for	which	the	block	will	continuously	run

rarely	interrupted	compared	to	regular	spot	instances

Reserved

1	year	/	3	years

all	upfront	=	full	price	;	partial	upfront	=	partial	price;	no	upfront		=	monthly.
highest	->	least	discount.

Standard	Reserved	Instance

can	be	sold	in	the	reserved	instance	marketplace

cannot	be	exchanged	for	any	other	reserved	instance

Convertible	Reserved	Instance

cannot	be	sold	in	the	Reserved	Instance	marketplace

can	be	exchanged	for	another	convertible	reserved	instance	with	a
different	configuration,	including	instance	family,	operating	system,	and
tenancy.

Note:

both	(above)	can	modify	the	attributes	such	as	the	AZ	/	Network

both	can	also	modify	the	Instance	Size	using	other	sizes	within	the
same	instance	family.

both	require	a	fixed	1-year	/	3-year	commitment.

Scope:

Standard	=	Regional	(i	think)

encompasses	Availability	Zones

Convertible	=	Zonal

encompasses	just	an	availability	zone.

Use	Cases:	(for	either	Standard	or	Convertible)

running	non-interruptible	workloads	for	a	one-year	or	three-year	time	frame

workloads	with	predictable	capacity	and	uptime	requirements

hosting	the	application	servers	of	your	production	environment

for	processing	the	steady-state	load	or	the	baseline	capacity	of	workloads

batch	jobs	that	cannot	be	interrupted	once	started

for	consuming	SQS	queue	messages	in	which	the	application	should
continually	process	messages	without	any	downtime

running	the	Master	node	or	core	nodes	of	your	EMR	(Elastic	MapReduce
Cluster)	--	cheaper	than	On-Demand	Instances

Dedicated

Hosts

a	single,	physical	rack-mounted	server.	a.k.a	a	host.

per-core	=	CPU	Core

for	cases	when	the	existing	server-bound	software	licenses	must	be	used
by	customers

to	comply	with	per-core	software	license	requirements

for	compliance	and	software	licensing	requirements	mandating	that	a
workload	must	be	hosted	on	a	physical	server

cost	analysis	that	supports	physical	isolation	of	a	customer	workload

Launching	Windows	Server,	SQL	Server,	SUSE	Linux,	...	and	other	software
licenses	bound	to	particular	VMs,	sockets	or	physical	CPU	cores

Instances

Regular	virtual	machines	that	run	in	a	virtual	private	cloud	(VPC)	on
hardware	that's	dedicated	to	a	single	customer

Dedicated	Instances	that	belong	to	different	AWS	accounts	are	physically
isolated	at	a	hardware	level

may	share	hardware	with	other	EC2	instances	if	the	instances	are:

in	the	same	AWS	account

not	a	type	of	dedicated	instance

allows	you	to	launch	Dedicated	Spot	Instances,	Dedicated	On-Demand
Instances,	or	Dedicated	Reserved	Instances

Savings	Plan

Features:

save	on	EC2,	Fargate,	Lambda

provides	discounts	in	exchange	for	a	commitment	to	a	consistent	usage
amount	that	is	measured	in	dollars	per	hour	for	a	one	or	three-year	term

can	be	purchased	from	aws	account,	management	account,	member
account

vs	reserved	instances:

both	require	a	fixed	one-year	or	three-year	commitment

both	provides	Billing	Discounts

note	that:

savings	plans

	are	based	on	consistent	amonut	of	compute	usage

provides	flexibility	to	use	a	more	suitable	compute	option	at	low
prices	without	any	exchanges	or	modification

whilst,	reserved	is

based	on	a	specific	instance	type	or	instance	size

must	exchange	or	modify	the	reserved	instance	to	suit	your	current
requirements

Capacity	Reservation

features:

allows	you	to	reserve	capacity	for	EC2	instances	in	a	specific	AZ

independent	of	billing	discounts	offered	by	Savings	plan	or	regional
Reserved	instances

works	like	a	zonal	reserved	instance

no	1-year	/	3-year	commitment

you	can	reserve	a	particular	AZ	only	(zonal),	no	regional	reservation	in
scope

can	be	applied	to	on-demand	EC2	instances

REQUIREMENTS

az

number	of	EC2	instances

instance	attributes.

EC2	Instance	Types
cpu,	ram,	storage,	graphics,	network	ALL	CHOICES

cpu	options:	intel,	amd,	graviton.

instance	family

instance	sizes:

nano,	micro,	small,	medium,	large,	xlarge,	metal

Instance	Categories

General	Purpose:	Mac,	T*,	M*,	A*

Compute	Optimised:	C*

Memory	Optimised:	R*,	X*,	Z*,	U*

Storage	Optimised:	I*,	D*,	H*

Accelerated	Optimised:	P*,	Inf*,	G*,	F*

Others

Naming	Conventions.

Instance	Naming	Conventions:

m6	=>	m	=	'Instance	Family'.	6	=	Generation.

m4	&	below	=	previous	gen

m5	=	5th	gen

m6	=	6th	gen

m7	+	=	next	gen

**a	=	AMD

**g	=	AWS	Graviton

t3a	=>	'a'	=	AMD

m6g	=>	'g'	AWS	Graviton

t3,	m5,	r5	=>	intel

***d	=>	has	a	local	NVMe-based	SSD	storage

***n	=>	has	enhanced	networking	capabilities

T	=>	burstable	performance	instances

provides	a	baseline	level	of	CPU	performance	with	the	ability	to	burst
above	the	baseline

ability	to	burst	is	governed	by	CPU	credits

accrued	when	the	instance	is	idle.

a	sort	of	'vertical	scaling'	since	it	temporarily	provides	higher	CPU
performance	over	the	maximum	CPU	capacity	of	the	instance

metal:

grants	direct	access	to	the	CPU	and	memory	resources	of	the	underlying
server

doesn't	have	pre-installed	KVM,	Xen	or	AWS	Nitro	Hypervisor	that	other
EC2	instances	use

allows	you	to	fully	access	the	CPU,	Storage,	and	Networking	bandwidth
of	the	underlying	server.

allows	customers	to	run	their	own	hypervisor	or	virtualisation	secured
containers	such	as	Clear	Linux	Containers.

Quiz	EC2
Q1.	CloudWatch

Q2.	Create	a	role	in	IAM	and	assign	it	to	the	EC2	instance

Q3.	Reserved	won't	work	because	it's	contract	1,	3	years.	

Q4.	Egress-only	Internet	Gatway	to	the	VPC	to	allow	outbound	ipv6
communication	to	the	internet.	Use	AWS	Network	Firewall	to	set	up	the
required	rules	for	traffic	inspection	nad	traffic	filtering.

Q5.	Memory	Utilisation	is	non-default	in	CloudWatch

Q6.	on-demand	instances	cannot	reserve	compute	capacity	at	all.	on-demand
capacity	reservations	can	be	good.	Dedicated	Hosts	will	waste	time	during	off-
compute	hours.

Q7.	Multiple	EC2	instances	in	multiple	AZ's	are	better	for	fault	tolerance.

Q8.	There	is	a	vCPU-based	On-Demand	Instance	limit	per	region	which	is	why
subsequent	requests	failed.	Just	submit	the	limit	increase	form	to	AWS	and
retry	the	failed	requests	once	approved.
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Day	4.	Sunday.	
Probably	more	lab	work	today.

Review:
CloudWatch	publishes	for	free,	exactly	what	the	hypervisor	can	see	from
outside	the	instance:

CPU	utilisation,	network	in/out	and	packets,	and	block-device	read/write
operations	and	bytes

it	cannot	see	inside	the	guest	operating	system,	so	everything	that	only
the	OS	knows	needs	the	agent:	memory	Used,	disk	space	used,	swap
used,	page-file	utilisation,	log	files.

"Disk	read	activity"	is	the	hypervisor	counting	blocks	crossing	the
boundary.	"Disk	spaced	used"	is	a	filesystem	concept	that	exists	only
inside	the	guest.

if	a	metric	requires	knowing	what	the	OS	thinks,	it	needs	the	agent.

the	On-Demand	quota	is	counted	in	virtual	CPUs	per	Region

running	instances	+	request	can	exceed	it.

it	can	be	raised	by	request

Amazon	EC2

AMI	-	Amazon	Machine	Image

regional	in	scope

you	can	copy	your	AMI	to	another	AWS	region

you	can	also	copy	your	AMI	to	another	AWS	account

i	don't	think	you	can	copy	your	EC2	instance	to	another	account

Volume	Snapshots

EBS	Snapshots

Template	for	the	root	volume.

Block	Device	Mapping

amazon	EBS	Volumes	mapping

Launch	Permissions

public,	explicit,	implicit

AWS	Marketplace

ParaVirtual	=	PV.

uses	special	boot	loader	called	PV-GRUP

no	support	for	special	hardware	extensions	such	as	enhanced
networking	or	GPU	processing

HVM	=	Hardware	Virtual	Machine

executes	the	master	boot	record	of	the	root	block	device	of	your	image.

indeed	support	for	several	hardware	extensions	such	as	enhanced
neworking	or	GPU	processing

Instance	User	Data

must	be	in	a	base64-encoded	format

limited	to	16KB	only	when	in	raw	form

accessible	from	the	Instance	Metadata	using	this	URI:

https://169.254.169.254/latest/user-data

only	run	once	upon	the	first	EC2	Instance	Launch

Modifying	the	User	Data	and	restarting	the	instance	won't	affect	the	initial
User	Data

Instance	Metadata

curl	the	endpoint.

EC2	Networking

public	internet,	private	network	in	aws

physical	networking	devices,	virtual	network	interface	card

ip	addressing,	elastic	network	interface

elastic	ip	address,	enhanced	networking,	EFA	(Elastic	Fabric	Adapter)

Elastic	Network	Interface

primary	private	Ipv4	address

secondary	too

on	elastic	ip	/	private	ipv4

one	public	ipv4

one	OR	more	ipv6

one	or	more	security	groups

MAC	addresses	(media	access	control)

source-destination	check	flag

custom	description

CIDR	=	Classless	Inter-Domain	Routing

a	method	for	allocating	IP	addresses

also	used	for	IP	routing

Enhanced	Networking

based	on	the	network	adapter	drivers	of	the	underlying	physical	host

the	network	adapter	drivers	can	be:

intel	network	adapter	virtual	function	driver

aws-built	custom-based	network	adapter	driver	called	ENA	(Elastic
Network	Adapter)

Network	drivers	provided	by	AWS	or	other	companies

similar	to	the	'driver'	that	comes	with	Windows	/	Linux	software.

uses	single	root	I/O	virtualisation	or	SR-IOV

provides	higher	I/O	performance	and	lower	CPU	utilisation	than	the
traditional	virtualisation	techniques

controlled	by	network	drivers	(software)

provides:

higher	bandwidth

consistent	lower	inter-instance	latencies

higher	packet	per	second	performance	(PPS)

EFA	(Elastic	Fabric	Adapter)

like	ENI	(Elastic	Network	Interface)	but	with	additional	capabilities

can	directly	communicate	to	the	network	interface	hardware	without
passing	through	the	Linux	Kernel	--	aka	OS-bypass

provides	low-latency	and	reliable	transport	functionality	to	your
virtual	machines

accelerates	the	networking	capabilities	of	your	HPC	workloads

enhances	inter-instance	communication

Security	Groups	and	Network	ACLs

Default	Network	ACL	allows	all	inbound	and	outbound	traffic	by	default.

Custom	Network	ACL	denies	all	inbound	and	outbound	traffic	by	default

1	EC2	instance	can	have	one	or	more	security	groups

Cannot	have	an	explicity	DENY	rule	(unlike	Network	ACL)

aside	from	EC2,	can	also	be	attached	to	RDS,	ElasticCache,	etc.

can't	apply	either	of	these	to	Amazon	S3	buckets.

they	don't	provide	enough	protection	against	Cross-Site	scripting	or	SQL
Injection	attacks

also	ineffective	at	geographic	match	conditions	or	blocking	certain
countries.

Placement	Groups

Cluster

provide	low-latency	network	performance	and	high	network	throughput

logical	group.	host	/	rack	networking.

Partition

commonly	used	on	large	distributed	and	replicated	workloads

Hadoop,	Cassandra,	Kafka

separates	groups

Spread

reduces	correlated	failures	and	improves	availability.

separates	instances

EC2	AutoScaling

Elasticity

Scaling	Types:

Vertical	Scaling

Horizontal	Scaling

Auto-Scaling	Types:

Simple	Scaling

Step	Scaling

Target	Tracking

Scheduled	Scaling

Lifecycle	Hooks

it	is	not	the	case	that	an	instance	in	the	wait	state	is	'InService'	and
receiving	traffic

because,	if	that	were	true,	then	the	hook	would	solving	nothing	and
errors	in	A2's	stem	would	still	happen.

'Pending:Wait',	is	precisely	not	'InService'

Slides
Ch6.	Amazon	EC2.

AMI	-	Amazon	Machine	Image

Instance	User	Data

Instance	Metadata

EC2	Networking

Security	Groups	and	Network	ACLs

Placement	Groups

Ch7.	EC2	Auto	Scaling

Auto	Scaling	Overview

Scaling	Types

Lifecycle	Hooks

Labs
A	public	subnet	is	a	subnet	that	has	a	route	to	an	internet	gateway	in	its
route	table.

this	links	the	VPC	to	the	internet	as	well	as	other	publicly	accessible
AWS	services	such	as	Amazon	S3	and	Amazon	DynamoDB

A	private	subnet	is	one	that	has	a	route	table	with	no	connection	to	an
internet	gateway.	

Resources	inside	a	private	subnet	do	not	allow	inbound	traffic	from	the
internet.

Launching	an	EC2

straight	forward.	just	press	launch.	

choose	an	AMI	and	deploy.

manage	your	security	group	rules	and	you'll	get	a	private	DNS	+	public.

create	a	KeyPair	with	.pem	file.

Launching	an	EC2	Spot	Instance

EC2	->	Spot	Requests

10	means	high	probability,	1	means	you	won't	get	assigned.

recall	that	they	can	pull	the	rug	from	you	at	any	time	with	SPOT	EC2
instances.

Vertically	Scaling	an	EC2	instance

any	kind	of	bump	in	specs.

you'll	have	to	stop	the	instance.

"instance	state'	drop-down	->	'Stop	Instance'

'Actions'	dropdovn	->	'Instance	Settings'	->	'Change	Instance	Type'

you	can	control	EBS	optimisation.	whatever	that	is

start	the	instance.	done!
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CATEGORIES

bonbonso tutorialsdajo scurihttp://159.754.169.254/1atest/meta-data
and-id
and-Launch-index
and-mandfest-path

block-device-mapping/
events/
nostname

ian/
identity-credentials/
instance-action
instance-id
instance-1ife-cycle
instance-type
Local-hostname

local-1pv4
MAG

metrics/
network/
placement/
profile
public-hostname

PARTITION - a Large replicated fleet
SPREAD - afew critical, unrelated instances

Partition 1
own racks 13 nodes

rack ECZ

13 nodes rack EC2

Partition 3
own racks

rack EC2
14 nodes



Day	5,	page	5.	Monday.
Yes,	a	splash	of	frizz	today;	casual.	Furthermore,	I	did	the	first	set.

Schedule.
Set	1.	53%

Set	1	Review.

99	Slides

Anki.

Review
Q1.	Which	service/s	allow	SMB	capability?

Q3.	Amazon	Data	Firehose.	What	does	Redshift	do	again?

Q4.	FSx	for	Windows/Linux	vs.	EFS?

Q5.	AWS	Directory	Service	AD	Connector?	Also,	what	is	Service	Simple	AD?

AWS	Directory	Service	allows	Amazon	Cloud	Directory	and	Microsoft	Active
Directory	(AD)	to	be	used	with	other	AWS	Services.

LDAP	=	Lightweight	Directory	Access	Protocol.

IAM	Groups	are	just	a	collection	of	IAM	Users.	Groups	let	you	specify
permissions	for	multiple	users,	which	can	make	it	easier	to	manage	the
permissions	for	those	users.	

Q6.	When	to	use	S3	server-side	encryption	vs.	when	to	use	client-side?

Client-side	encryption	is	the	act	of	encrypting	data	before	sending	it	to
Amazon	S3.	To	enable	client-side	encryption	we	could:

use	an	AWS	KMS	key

use	a	client-side	master	key.

Q7.	Note	that	IOPS	SSD	is	for	hot	storage.	So	you	got	this	wrong	:(

Q8.	Launching	an	AWS	Transfer	for	SFTP	endpoint	vs	configuring?

ELastic	File	System	(EFS)	vs	S3	Bucket?

30-day	retention	policy	must	be	primarily	configured	on	the	Amazon	S3
bucket.	there's	no	retention	policy	option	on	AWS	Transfer	for	SFTP

EFS	lifecycle	management	doesn't	delete	objects.	it	can	only	transition	files
in	and	out	of	the	'Infrequent	Access'	tier.

Q9.	Amazon	Kendra	vs.	Polly	Vs.	Macie,	vs	Fraud	Detector

Macie	is	an	ML-powered	security	service	that	helps	you	prevent	data	loss
by	automatically	discovering,	classifying	and	protecting	sensitive	data
stored	in	S3.

PII,	IP.

generates	policy	findings	and	sensitive	data	findings

Amazon	Polly	is	simply	a	service	that	turns	text	into	lifelike	speech.

Amazon	Kendra	is	just	an	enterprise	search	service	that	allows	developers
to	add	search	capabilities	to	their	applications.	

Amazon	Fraud	Detector	is	a	fully	managed	service	for	identifying	potential
fraudulent	activities	and	catching	onlie	fraud	faster	--	it	does	not	check	any
S3	data	containing	PII

Q12.	IAM,	STS?

Q15.	RDS	Read	Replica,	or	DynamoDB	Read	replica?

Q16.	Canary-Release;	blue-green	deployment	strategy

Q17.	Cross-Region	Replication	(CRR)

Q19.	AWS	Artifact,	Inspector

Q20.	Recovery	Point	Objective	(RPO)	-	1	second.
										Recovery	Time	Objective	(RTO)	-	1	minute.	What	are	these?

Q21.	What's	the	relationship	between	Aurora	and	RDS?

Q23.	Signed	URL,	signed	cookies,	Match	Viewer

Q25.	Datasync	or	site-to-site	VPN?
										How	much	throughput	can	DataSync	handle?

Q27.	Amazon	EventBridge

Q28.	What	exactly	is	an	ECS	Cluster?

Q30.	What	is	S3-Intelligent	Tiering?

Q34.	AWS	Glue	or	AWS	Lambda?

Q38.	target	tracking	scaling	vs	suspend	&	resume	vs.	simple	vs.	scheduled

which	are	dynamic?

Q39.	can	you	use	AWS	EFS	with	Microsoft	Server?	(EC2)

Q40.	Partition	keys?	What	exactly	is	DynamoDB?

Q41.	Retention	lock,	legal	hold?	Compliance	vs	governance.

Q42.	Is	DynamoDB	better	with	schema	changes	or	Aurora?

Q44.	Tape	gateway,	file	gateway

Q49.	How	does	the	Auto-scaling	group	punt	EC2	instances?

least	users,	first	launched,	etc?

Q50.	SAML?	Web	Identity	Federation?

Q54.	What	is	Amazon	Inspector?

Q55.	Redis	Replication	Groups?

Q56.	Enhanced	Monitoring	in	RDS?	Is	there	such	thing?

Q58.	AWS	Lake	Formation.	What	is	it,	and	what	does	it	do?

Q60.	AWS	KMS.	Key	management	Service.

what	can	it	do,	and	what	can't	it	do?

Q65.	AWS	VPN	CloudHub?
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Day	6.	I	woke	up	before	11AM.

Slides
Glance:

EBS

Overview

Volume	Types

ELB

Overview

Types:	ALB,	NLB,	GWLB

S3

Overview

Storage	Classes

Event	Notifications.

--------------------------------------------------------------------------------------------------------

EBS

Overview

Elastic	Block	Store.

type	of	block	storage	like	EC2	Instance	Store	(which	I	didn't	know	was	a
block	storage	either).

data	is	more	persistent	and	will	not	get	lost	even	if	the	EC2	instance	is
stopped,	restarted	or	terminated.

Zonal	in	scope	--	i.e.	exists	only	in	a	single	Availability	Zone

can	be	attached	to	any	EC2	instance	in	the	same	AZ	only.

can	be	encrypted	at	rest	with	AWS	KMS

you	can	attach	one	or	more	EBS	volumes	in	a	single	EC2	instance.

suitable	for	lots	of	workloads

high	throughput,	low	latency

the	EC2	+	EBS	volumes	are	logically	together	and	are	both	located	with	a
single	AZ	->	this	significantly	reduces	latency.

mainly	operates	at	the	hardware	level.

Raid

Redundant	Array	of	Independent	Disks

RAID	0	->	Splits	data	evenly	across	two	or	more	disks,	without	parity	of
information.	SPEED	IS	THE	intended	goal

striped	multiple	volumes	together

provides	greater	I/O	performance

divides	a	body	of	data	into	blocks	and	then	spreads	the	data	blocks
across	multiple	storage	devices

suitable	of	I/O	performance	is	priority

RAID	1	->	AN	exact	copy	of	a	set	of	data	on	two	or	more	disks.	Performance
/	Reliability	is	more	important.

mirrors	two	or	more	volumes	together

provides	on-instance	redundancy

duplicates	data	to	provide	more	durability	and	availability

suitable	if	data	redundancy	is	your	focus

SSD,	HDD:

SSD	fast,	IOPS	=	Input/Out	operations	per	second

Dominant	Performance	Attribute:	HDD	slow	->	for	data	archiving,
backups.	Throughput

SSD	can	be	used	as	Boot	Volume	for	EC2;	HDD	cannot

Snapshots:

incremental	backup	that	uses	S3	internally.

only	saves	data	blocks	that	have	changed	since	last	snapshot

we	can	restore,	obviously.

allows	copying	of	EBS	volume	to	another	AWS	region

can	be	used	to	encrypt	an	unencrypted	EBS	volume.

automate	the	creation,	retention,	and	deletion	of	EBS	snapshots	and	EBS-
backed	AMIs	using	the	Amazon	DLM	(data	lifecycle	manager)	service

Volume	Types

Root	EBS	Volume.

Other	Data	Volumes

SSD:

suitable	for	transactional	workloads

for	various	types	of	applications	and	systems	with	frequent	read/write
operations	with	small	I/O	sizes

performance	attribute:	IOPS

General	Purpose	SSD	or	Provisioned	IOPS	SSD

Provisioned	is	good	for	sub-ms	workloads	on	small	filesystems.

HDD:

large	streaming	workloads

large,	sequential	I/O	operations

performance	attribute:	throughput

Throughput	Optimized	HDD	or	Cold	HDD

Anti-patterns

temp	storage	should	be	EC2	Instance	Store

if	you	need	POSIX-compliant	hierarchical	directory	structure	use	Amazon
EFS

concurrent	file	modifications	should	use	Amazon	EFS	/	Amazon	FSx

store	static	data	in	S3	--	it's	more	cost	effective.

ELB	(Elastic	Load	Balancing)

Overview

"the	distribution	of	traffic	to	underlying	resources"

Types:	ALB,	NLB,	GWLB

ALB	=	Application	Load	Balancer.

NLB	=	Network	Load	Balancer

GWLB	=	Gateway	Load	Balancer

CLB	=	Classic	Load	Balancer

S3

Overview

object	storage.	

Simple	Storage	Service

highly	durable,	available	and	scalable	storage	service.

Storage	Classes

S3	Standard

for	frequently	accessed	data

S3	Intelligent-Tiering

for	changing	or	unknown	access	patterns

S3	Standard	IA	(Infrequent	Access)

S3	One	Zone-IA	(Infrequent	Access)

S3	Glacier

S3	Glacier	Deep	Archive

LifeCycle	Policy:

Event	Notifications.

Test	Review
Aurora	is	a	database	engine	offered	within	Amazon	RDS,	provisioned	and
managed	through	RDS,	with	a	cluster	volume	keeping	6	copies	across	three
availability	Zones.

same	like	MySQL	and	PostgreSQL

DynamoDB	does	validate	types	and	does	index.

only	the	key	attributes	are	fixed	at	table	creation.	

Multi-AZ	is	the	answer	to	an	Availability	Zone	dying.

Read	replica	buys	Throughput.	it	is	asynchronous	|	manual

Multi-AZ	buys	availability.	synchronous	|	automatic

Schema-less	\neq	"no	rules"	--	at	table	creation	we	must	fix	the	key
schema:	a	partition	key,	optionally	a	sort	key.

types	on	those	are	enforced.	

everything	else	is	per-item	and	free

what	is	not	free	is	a	new	query	pattern	--	that	needs	a	global	secondary
index,	and	that	is	the	real	cost	of	the	flexibility.

note	that	Synchronous	!=	sequential

Multi-AZ	and	Read	replica	are	ordered	--	neither	ever	applies	writes	out
of	sequence.

synchronous	->	who	waits.

Multi-AZ	makes	the	client's	commit	wait	for	the	standby	to
acknowledge	--	that	is	the	only	way	to	promise	a	committed
transaction	survives	the	Availability	Zone.	

A	read	replica	promises	nothing	at	failure	time,	so	nothing	waits,	and
the	replica	is	simply	some	seconds	behind.

"Promoting	a	read	replica"	means	cutting	the	replication	link.

once	you	make	it	an	ordinary,	writable	stand-alone	RDS	instance,	it's
irreversible	(	you	cannot	demote	back	to	replica)

Acknowledgement	is	what	stops	it	being	late.	Read	replica	doesn't	send
Acknowledgement,	multi-AZ	does.	multi-AZ	is	synchronous.

S3	Transfer	Acceleration

AWS	Transfer	Family	has	no	retention	setting!

S3	buckets	do	though.

Amazon	EFS:

is	an	NFS	file	system	for	Linux	clients,	grows	and	shrinks	automatically
and	can	be	mounted	from	multiple	Availability	Zones	at	once.

DataSync	requires	configuration	and	is	not	the	best	solution	to	a	one-time-
transfer.

EBS	is	one	instance.	EFS	is	many	Linux	instances.	FSx	is	many	Windows
instances.	S3	is	not	a	file	system	at	all.

S3	Server-side	encryption:

under	all	three	server-side	variants,	the	object	arrives	at	S3	as	plaintext
over	TLS	and	is	encrypted	by	S3	before	it	is	written	to	disk.

S3	Object	Lock	in	compliance	mode

Governance	mode	can	be	bypassed	by	a	privileged	principal!

Compliance	mode	cannot,	by	anyone,	including	root.

KMS	cannot	encrypt	a	5GB	file	through	Encrypt.

the	API	caps	at	4KB.

large	data	uses	a	data	key	under	envelope	encryption

Server-side	encryption

plaintext	travels	to	S3	(protected	by	TLS)	and	S3	does	the	encrypting.

SSE-S3	->	AWS,	entirely	hold	the	key.

SSE-KMS	->	you	hold	the	key

SSE-C	->	you	hold	the	key.	supplied	on	every	request.

Object	Lock

retention	period	has	an	end	date.	it's	mode	decides	who	may	cut	it	short:

governance	=	a	principal	with	s3:BypassGovernanceRetention	can

compliance	=	nobody	can,	root	included,	until	it	expires

A	legal	hold	--	no	date	at	all.	stays	until	explicitly	removed.

Both^	need	a	versioned	bucket

KMS	is	a	key	service,	not	a	data	service.

ENCRYPT	accepts	at	most	4KB.	

anything	larger	uses	envelope	encryption:
-	KMS	issues	a	data	key,	that	key	encrypts	the	data	locally,	and	the
encrypted	data	key	is	stored	alongside	the	ciphertext.

its	three	neighbours:

Secrets	Manager:	stores	and	rotates	application	secrets.

CloudHSM:	dedicated	single-tenant	hardware	module	you	alone
control

Parameter	Store:	holds	configuration,	encrypted	via	KMS

P4.	A	real	thinker.

F1:	Developers	have	IAM	Users	in	account	A	and	need	read	access	to	an	S3
bucket	owned	by	Account	B

the	role	must	be	created	in	Account	B	--	the	account	that	owns	the
resource,	WITH	a	trust	policy	naming	A.

there	are	2	policies:	

permission	policy:	what	may	be	done	to	the	bucket

trust	policy:	who	may	assume	it.

F3:	IAM	against	STS:

IAM	says	who	exists	and	what	they	may	do.

STS	vends	temporary,	expiring	credentials	to	an	identity	already	entitled	to
ask	for	them.

'security	has	forbidden	long-lived	access	keys	anywhere	in	the	estate'

the	application	must	upload	to	S3	for	~15	minutes	/	day.

F4:

SAML	federation	is	for	Staff

Web	identity	is	for	end	users.

F5:	AWS	Artifact,	Amazon	Inspector.	SOC	2	report.	CVEs

AWS	Artifact	for	SOC2	report

artifact,	is	a	document	portal

AWS's	own	compliance	reports	(SOC,	PCI,	ISO)

it	scans	nothing.

Inspector	for	CVEs

this	is	a	vulnerability	scanner	over	EC2,	ECR	images	and	Lambda
functions.

Paperwork	->	Artifact.

CVEs	->	Inspector.

F7:	An	IAM	group	is	not	an	identity.	No	credentials.	Not	a	principal	--	it	cannot
appear	in	a	resource	policy.

Cannot	be	assumed.	Cannot	nest.

Exists	only	to	attach	a	policy	once	for	many	users.

P5.	P6	closed	for	today.

pilot	light	keeps	data	replicated	and	core	infrastructure	defined	but
switched	off.	recovery	means	starting	and	scaling	before	traffic	arrives.

predictive	scaling	is	not	dynamic

it	forecasts	and	provisions	ahead	of	load	rather	than	reacting	to	a
metric.

Availability	Zone	with	the	most	instances	is	booted	off...	why	would	it	do
that?

AWS	VPN	CloudHub.

Client	VPN	connects	individual	users	to	a	VPC;	it	does	not	join	branch
networks	to	each	other.

dynamic	(reacting	to	a	live	metric):

target	tracking

a	metric	against	a	target	value

step	scaling

alarm	breach	bands,	different	sizes

simple	scaling

one	alarm,	one	adjustment,	then	a	cooldown

not	dynamic

scheduled

the	clock

predictive	->	trap	since	it's	automatic	and	clever,	but	acts	on	a	forecast,
not	on	what	is	happening	now.

a	machine-learned	forecast,	provisioning	ahead.

Client	VPN	connects	individual	people	to	a	VPC

CloudHub	connects	networks	-	several	Site-to-Site	VPNs	onto	one
virtual	private	gateway

ORDER	OF	TERMINATION	POLICY:

the	availability	zone	with	the	most	instances	(rebalance	first)

within	it,	the	oldest	launch	template	or	launch	configuration	(retire	old
configuration)

tie-break:	closest	to	the	next	billing	hour.
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a.

b.

c.

Strategy What is running in the second Region
Backup and restore nothing - backups only
Pilot light data replicated; core servers defined but off minutes
Warm standby a scaled-down but running full copy

Multi-site active-active full capacity, live, taking traffic

RPO
hours

seconds
near zero

RTO

hours
tens of minutes low
minutes
near zero

Cost
lowest

medium
highest

30 Days 90 Days 180 Days

53 Standard S3 Standard-LA
53

Intelligent-Tiering 53 One Zone-LA S3 Glacier 53 Glacier
Deep Archive

for low-cost, long-term storage and data archiving

for storing long-lived, yet less frequently accessed data

types ALB
routing algorithm round robin. least

outstanding requests
(LOR)

protocol listenersHTTP/HTTPS gRPC

NLB
Flow Hash

TCP/UDP TLS

use cases web apps, microservices handling millions of
& countainers requests per second

while maintaining ultra-
low latencies

GWLB

IP listener Routing that
leverages on GENEVE
protocol
IP

running third-party
virtual appliances in
AWS

CLB

Round Robin Least
Outstanding Requests

HTTP/HTTPS TCP SSL/
TLS

for legacy apps in AWS ;
for implementing custom
security policies (CSP?)
and TCP passthrough
configuration.



Day	7.	Wasted	away.	
Wam	looks	promising	though.	Dishes	got	washed,	laundry	is	done.

Multi-AZ	RDS	keeps	the	endpoint	stable	by	rewriting	a	CNAME;	Aurora
keeps	it	stable	with	a	cluster	endpoint	that	resolves	to	the	current	primary.	

	An	LSI	lives	inside	each	partition	—	it	shares	the	partition	key	and	only
varies	the	sort	key.	Index	and	data	sit	in	the	same	place,	so	a	read	can	be
answered	there	and	strong	consistency	is	available;	and	because	it	is	part
of	that	partition's	physical	layout,	it	must	exist	when	the	table	is	built.

A	GSI	is	a	separate,	table-wide	structure	with	its	own	partition	key,	so	a
query	fans	across	everything	and	the	index	is	maintained	asynchronously
—	which	is	exactly	why	it	can	promise	only	eventual	consistency,	and
exactly	why	it	can	be	bolted	on	to	a	live	table.

Note	that	a	Standard	Reserved	Instance	locks	the	instance	family	and
cannot	follow	the	workload	to	Fargate	or	Lamda.

UDP	and	static	IPs	each	rule	out	CloudFront	and	Route	53	on	their	own.

only	HTTP	traffic	(non	UDP,	TCP,	gaming,	IoT,	VoIP)	goes	to	CloudFront

CloudFront	gives	you	a	domain	name,	Route	53	gives	you	DNS,	Global
ACcelerator	gives	you	anycast	IPs

Amazon	Data	Firehose.	Not	AWS	Glue...

no	code	for	Data	Firehose.

Streams	you	consume.	Firehose	delivers.	Glue	transforms.	Athena	asks.

Sick.	Signing	o�.	10:22PM.
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D1 · secure
Storage encryption, Object Lock
Compute roles on instances

Database KMS, at-rest encryption

Network security groups, NACLS,
WAF

D2 - resilient
backups, replication
Auto Scaling, health

D3 · performing
S3 vs EFS vs EBS

Batch, EMR, Fargate, sizing

Multi-AZ, read replicas ElastiCache, IOPS, Aurora vs
DynamoDB

Route 53 failover CloudFront vs Global
Accelerator

D4 · cost
tiers, lifecycle
Spot vs Reserved vs Savings
Plans

DynamoDB vs RDS, engine
choice
NAT cost, VPC endpoints

Local Secondary Index Global Secondary Index

Scope of a query one partition (localised) all partitions of the table

Consistency eventual or strong, your choiceeventual only
When creatable only with the base table any time; deletable any time



Day	8.

okay,	but	truthfully	you	can't	just	keep	side-eyeing	the	table.	it's	not	open
book!

LSI	is	local	to	a	partition.	Same	partition	key,	different	sort	key.	stored
beside	the	item.

GSI	indeed	can	be	added	tot	he	table	after	the	table	already	exists	and
holds	data.

its	partition	key	may	also	be	an	attribute	other	than	the	table's	partition
key.

On	the	other	hand,	LSI	draws	on	the	base	table's	provisioned	throughput
rather	than	having	it's	own

also	a	query	against	it	is	confined	to	a	single	value	of	the	table's
partition	key.

	Slides.
Intro

AWS	Overview

Services	Overview

IAM

VPC

EC2

EC2	Auto	Scaling

EBS

ELB

S3

RDS	and	Aurora

DynamoDB

Application	Integration

AWS	Amplify

Serverless	Computing

Amazon	Route	53

CloudFront

Comparisons

11.	RDS	&	Aurora

RDS	Overview.	pg	773-836

relational	database	service

managed	by	both	client	and	AWS

allows	various	database	engines	to	be	run:

SQL	Server	(MSFT)

mySql

MariaDB,	PostgreSQL,	Oracle,	Amazon	Aurora

can	be	deployed	using	CloudFormation,	Cli,	RDS	API	or	Management
Console.

allows	configuration	of	underlying	EC2	instance

Comparisons	against	Self-Hosted	database	on	EC2	instance,	vs.	RDS	db

Amazon	RDS	cannot	be	accessed	via	SSH,	RDP

modify	database	configuration	(in	RDS)	via

parameter	group

options	gorup

OLTP	=	Online	Transaction	Processing	Applications

ACID	=	Atomic,	Consistent,	Isolated,	Durable

RDS	proxy:	automatically	connects	application	to	a	new	DB	instance	whil
preserving	its	application	connections

minimises	downtime	by	instantly	routing	the	incoming	requests	directly
to	the	new	database	instance

Event	Notification

Source	Type:	Instances,	Security	Groups,	Parameter	Groups,	Snapshots,
Clusters,	Cluster	Snapshots

Event	Categories

Target	Type

Fanout	Event	Notifications	

Multi-AZ	Deployments

Synchronous	Replication.	Standby	Replica.

Two-Way

can't	be	deployed	to	another	AWS	region

Asynchronous	Replication:	Read	Replica

one-way

Multi-AZ	db	will	have	minimal	disruption	during	hardware	maintainence,
unlike	Single-AZ	db.

multi	has	about	1	minute	unavailability.

CNAME	is	automatically	altered	to	point	to	the	newly	promoted	Standby
Instance

can	only	provide	high	availability	in	a	single	AWS	region	only

cannot	deploy	a	standby	replica	to	another	aws	region.

cannot	provide	RPO	of	1	second	and	RTO	of	1	minute.

if	we	have	this	requirement,	we'd	need	Aurora	Global	Databases.

Read	Replica

can	provide	cross-region	db	replication	for	multi-region	disaster	recovery
(which	a	Multi-AZ	deployment	configuration	can't	provide)

Standby	Replica	cannot	be	seen	in	the	RDS	Console	as	a	separate	DB
instance.

DB	endpoint	is	same	as	primary	DB	instance

Read	Replica	can	accept	live	traffic

can	be	seen	in	the	RDS	Console	as	a	separate	DB	instance.

the	DB	Endpoint	is	different	from	the	primary	DB	instance.

just	a	regular	db	with	read-only	configuration.

can	be	launched	on	the	same	AWS	region	of	primary	DB

or	on	a	different	AWS	region.

does	not	allow	modification	of	its	config	files

parameter	group	reqd.

useful	for:

db	sharding,	implementing	failure	recovery

DDL	operations	(Data	Definition	Language)

primary	AWS	Region	outage.

limitations:

cannot	directly	create	an	encrypted	RR	from	an	unencrypted	instance.

can	be	made	from	encrypted	primary	instance	though.

allows	use	of	a	custom	encryption	key

good	for	offloading	read	requests	/	reporting

offloads	primary	for	write	ops.

used	to	primarily	improve	scalibility

no	automatic	failover.	

Aurora	Overview.	pg	838-850

fully	managed	db	service	and	also	a	type	of	database	engine	within	Amazon
RDS

scales	automatically,	performs	faster	and	costs	lower

relational	database	compatible	with	mySQL,	postgreSQL

usually	deployed	as	a	database	cluster

which	contains	one	primary	writer	/	reader

and	multiple	replicas.	readers

Cluster	types:

Single-master

multi-master.

Standalone	Type

single	primary	DB	instance	with	no	replica

can	scale	computing	components	and	storage	automatically

db	cluster	typically	lags	behind	the	primary	instance	by	a	few	ms

provides	less	than	1	second	of	read	replication	latency	for	Aurora	Replicas
in	the	same	or	different	AWS	region.

Endpoints:

Cluster	endpoint

Reader	endpoint

Custom	endpoint

Instance	endpoint

Serverless:

sporadic	usage	workloads	or	for	unpredictable	usage.

pay	for	it	per-second.

more	cost-effective	than	RDS		or	Aurora	DB

good	for	migrating	legacy	apps

good	for	moving	from	monolithic	architecture	to	microservices

Aurora	Global	Databases

for	globally	distributed	applications

allows	a	single	Aurora	DB	to	span	multiple	AWS	regions

offers	faster	physical	replication	between	Aurora	clusters

eliminates	the	need	to	manually	create	cross-region	Aurora	Replicas
yourself

RPO	=	1	second

RTO	=	1	minute

DynamoDB.	pg	851-882

Overview

	recall	that	a	Relational	Database	is	for	applications	with	well-defined
schemas	that	do	not	change	too	often

have	hundreds	of	thousands	of	tables,	multiple	table	joins,	foreign	keys,
complex	SQL	queries,	relationships	with	other	tables

ACID	properties

perfect	for	transactional	workloads

on	the	other	hand,	we	have	NoSQL	Database	which	has	a	flexible	schema
and	changes	often.

one	table.

can	scale	better.

DynamoDB	is	a	fully	managed	NoSQL	Database

highly	scalable.

single-digit	ms	performance

serverless

least	amount	of	operational	overhead	compared	to	other	db	types

capable	of	auto	scaling	read	and	write	capacity

can	be	queried	by	simple	key-value	requests	via	API

instead	of	a	Primary	Key	(relational),	we	have	Primary	/	Partition	key.

it	seems	like	the	'secondary	index'	and	'global	secondary	index'	are
concepts	for	the	NoSQL	db

Local	Secondary	Index

queries	data	over	a	single	partition	only

supports	both	eventual	consistency	or	strong	consistency

can	only	be	added	at	the	same	time	that	you	create	the	base	table.

Global	Secondary	Index

queries	data	across	all	partitions	of	the	entire	table

only	supports	eventual	consistency

can	be	added	or	deleted	at	any	time

Features

Streams:

can	associate	with	Lambda

can	also	integrate	with	Kineses	Data	Streams

TTL:

automatically	expire	the	items

Time	To	Live

reduces	the	number	of	obsolete	data

lower	costs

Transactions

ACID	properties	for	transactional	workloads

all-or-nothing	change

atomic	operation

DAX	(DynamoDB	Accelerator)

in-memory	cache

DAX	cluster

microseconds	not	just	milliseconds.

significantly	reduces	the	response	times

Scaling

measured	in	terms	of	Read	Capacity	Unit	(RCU)

and	Write	Capacity	Unit	WCU

Provisioned	Capacity	Mode

predictable	traffic

manually	set	RCU,	WCU

auto-scaling

On-Demand	Capacity	Mode

inconsistent	traffic

sharp	spikes

no	manual	auto-scaling	settting

variable	traffic

Security

protects	both	in	transit	and	at	rest.

fully	encrypted	by	default

VPC	Gateway	Endpoint	to	avoid	API	calls	from	the	private	EC2	to
DynamoDB	to	not	traverse	the	public	Internet.

need	to	add	a	new	route	table	entry	too.

Backups

Point-in-time	Recovery	(PITR)

automated	backup	process

enables	continuous	backups	to	your	table

additional	costs

On-Demand	Backup	and	Restor

Manual	backup	process

no	continuous	backups

can	only	restore	to	a	particular	backup	you've	taken

cost-effective	yet	limited	backup	option	feature	for	data

Core	Components

Table

Primary	Key.	aka	partition	key.

Simple

partition	key

Composite

partition	key	+	sort	key.

Item	(the	row	of	the	table)

Attribute	(col	of	table)

Secondary	Index

make	queries	run	faster

provides	more	flexibility	and	performance	improvement

supports	advanced	queries	to	access	stored	data	faster

allows	query	the	data	using	an	alternate	key	other	than	the	primary	key

Application	Integration	pg.	884-912

empowers	migration	from	Monolithic	Architecture	to	Distributed
Architecture

Monolithic

tightly	coupled

Distributed	Architecture

loosely	coupled

SQS,	MQ,	SNS,	EventBridge,	AppSync,	API	Gateway,	Step	Functions

SQS

decouple	tightly-coupled	architecture

process	workloads	async

FIFO	message	queue

can	be	HTTP	or	API

fetching	messages	for	processing	is	called	polling

fully-managed	message	queue

for	workloads	with	long-running	requests

assists	in	scaling	compute	resources

TYPES:	also	standard	(opposition	to	FIFO)

delivery	is	'at	least	once'

FIFO	is	'exactly	once'

ordering	is	'best	effort'

FIFO	is	'preserves	exact	order'

throughput	'high'

FIFO:	'low'

SETTINGS:

visibility	timeout

message	retention	period

delivery	delay

wait	time

access	policy

SECURITY:

Encryption

Data	In-Transit

Data	At-Rest

SQS	+	(	AWS	Lambda	;	SNS;	EC2	Auto	Scaling;	S3	;	ECS	&	EKS)

SNS

publishers,	subscribers.

Standard,	Fifo

Encryption	is	similar:	Data	In-Transit;	Data	At-Rest

Features:

Message	Filtering,	Fanout,	Durability;	Encryption,	Archiving

DLQ	=	Dead-Letter	Queue
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Relational Database Amazon DynamoDi

TABLE

ROW

COLUMN

PRIMARY KEY

INDEX

VIEW

NESTED TABLE/OBJECT

ARRAY

MAKES YOUR QUERIES
RUN FASTER!

TABLE

ITEM

ATTRIBUTE

PRIMARY KEY / PARTITION KEY

SECONDARY INDEX

GLOBAL SECONDARY INDEX

MAP

LIST

Amazon
RDS

FANOUT EVENT NOTIFICATIONS

SOS QUEUES

Amazon SNS with Messaos Fiterno

QUELE FI

QUEUE E2INS TOPIC
Fator by

Custom Type

QUEUE 13

CONSUMERS

AWS Lambda

Amazon ECZ

Amazon ECS

a VPC spans all the AZs in a region.

subnet is locked to one AZ.

VPC cannot span regions. (it's a regional construct)

· crossing regions means VPC peering.

·
· Global:
· IAM, Route 53, CloudFront, S3 bucket namespace

· Regional:
· VPC, EBS snapshots, security groups, S3 buckets, DynamoDB tables

· AZ
· subnets, EBS volumes, EC2 instances.

LSI GSI

Partition key must be the table's any attribute
Query scope one partition-key value whole table
Consistency strong available eventual only
Throughput shares the table's its own

When creatable table creation only any time

Endpoint Points at Use

Cluster (writer) whichever instance is currently primary all writes
Reader load-balances across all Aurora Replicas reads; membership auto-updates
Custom a subset you define e.g. send analytics to your two largest replicas
Instance one named instance diagnosis; breaks on failover



Day	9.																			Set	2.																											38%
is	ACM	=	Amazon	Credential	Manager?

EC2	=	Elastic	Compute	Container?

ECS	=	Elastic	Container	Service?

Q3.	DataSync	vs	Direct	Connect

Q4.	Prometheus?	Kinesis	Video	Streams,	ReKognition.	App2Container.	Amazon
Elastic	Transcoder?

Q14.	Detective?

Q6.	Does	RDS	have	1	Read	Replica	in	Primary?

Q7.	Redshift?	I	forgot	what	this	is.	Serverless	Compute?

assign	a	role	to	the	EC2	instance	OR	assign	a	user	to	each	EC2	instance?

Q8.	CloudFront	vs.	Global	Accelerator

Q9.	Elastic	IP	Address?	what	even	is	this.	have	we	covered	it?

Q10.	AWS	System	Manager	OpsCenter??

Q12.	AWS	SAM?

Q13.	Best	protocol	for	accessing	other	AWS	services	from	EC2	instance?

Q15.	Routing	policy	->	differences	between	Geolocation,	Geoproximity,
Weighted	and	Latency	Routing.

Q17.	What	does	the	API	gateway	do?

Q18.	Glacier	Flexible	Retrieval	vs.	Glacier	Deep	Archive

S3	vs	Storage	Gateway

Q19.	ElastiCache	vs	CloudFront?

Q20.	AWS	Trusted	Advisor?	CloudTrail?

Q23.	Is	Simple	Email	Service	real?

Cloudwatch?

BIND	server?

Q24.	Is	Lambda	function	cheaper	than	on-demand	EC2	instances?

Q25.	AWS	Backup	or	Amazon	DLM?

Q26.	All	options	seem	feasible.	EBS	vs	S3?

Q27.	Document	model	means	SQL	or	noSQL?

Q29.	Fargate	vs.	EC2	launch	type.	Open	source?

Q30.	Cost	Explorer	vs	AWS	Budget

Q31.	What's	an	elastic	IP	address?

Network	Load	Balancer	vs	Application	Load	Balancer

Q34.	what	is	an	Outposts	server?

Q35.	Can	you	modify	EBS	configurations	live?

Q36.	WAF	is	best	for	Cross-Scripting	attacks	right?

Q40.	Can	you	encrypt	the	data	on	an	S3	bucket?	

AES-128	vs	AES-256?

Q41.	does	Route	53	have	a	failover	option?

Q42.	GuardDuty	vs.	Inspector?

Q47.	Auto-scaling	cool	down?	what	is	that?

Q53.AWS	Data	Transfer	Terminal

Q55.	Is	CloudWatch	installed	on	EC2	by	default?

detailed	monitoring.	does	it	show	swap?

when	do	I	need	cloudwatch?

Q56.	Schema	Conversion	Tool?	what	is	it,	how	does	it	work?

Q57.	ELB	vs	Route	53	with	weighted	routing

Q58.	Is	IAM	mutually	exclusive	with	AWS	organisations?

Q61.	What	is	SWF?
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Day	10.	A	Sustained	E�ort.	

Amplify
a	development	service	in	AWS

allows	building	of	extensible,	full-stack	web	and	mobile	apps.

allows	ML	integration

Modules.

Studio

Libraries

CLI

Hosting

Serverless	Computing
on-demand	service

less	server	management

FaaS:	Lambda,	Fargate,	Aurora,	DynamoDB,	S3

function	as	a	service

Traditional;	IaaS	(Infrastructure	as	a	Service;	FaaS

Lambda:	max	15	minutes	straight	runtime.	

start	up	a	few	ms	to	a	second.

powered	by	microVMs

edge	computing

Architectures

Static	Single	Page	Application

S3	+	Cloudfront

Containerised	Application

Fargate

Service-Oriented	Architecture

Lambda	+	Gateway

Serverless	Architecture

Lambda,	Gateway,	Fargate,	DynamoDB

Serverless	Database

DynamoDB

Aurora	Serverless

for	applications	that	have	sporadic	or	infrequent	database	usage
patterns

costs	way	less	than	a	regular	server-based	database

Route	53	Overview
a	global	DNS	service

provides	different	Routing	Policies

allows	registering	of	your	own	domain	name.

create	health	checks,	route	traffic	flows,	configure	DNS	resolvers

Alias	Record,	Non-Alias	Record

Alias	Record

Route	Traffic	to	selected	AWS	resources

works	like	a	CNAME	Record

Not	visible	to	DNS	resolvers

points	to	a	specific	AWS	resource

Non-Alias	Record

allows	you	to	specify	the	IP	addresses	or	the	custom	domain	names	of
your	servers	or	resources

visible	to	DNS	resolvers

points	to	a	particular	IP	address

Bind

an	open-source	program

internal	DNS	service

Active	(Live)	vs	Passive	(Failover)

active-active	improves	fault	tolerance	and	performance	of	your	applications

additional	cost

several	active	environments

active-passive:

basic	fault	tolerance

cost-effective

one	active	environment

CloudFront	Overview
CloudFront	->	CDN

Edge	Location

refers	to	the	'edge'	or	the	boundary	of	the	network.

connects	the	different	networks	of	various	ISPs	or	Telecom	companies.

Origin

S3,	ELB

HTTP	only

HTTPS	only

Match	Viewer

Distribution

Viewer

HTTPS	only

Redirect	HTTP	to	HTTPS

HTTP	and	HTTPS

Security	Features

CDN

Static,	Dynamic

Protocol	Policy

OAI

distributions	with	an	S3	bucket	as	the	origin

you	can	associate	to	the	Origin	or	Origin	Group

S3	bucket	policy	must	be	configured	too.

Field-Level	Encryption

encrypt	the	specific	data	fields

public	key

private	key.

Sign	URLs	and	Signed	Cookies

distributing	private	content

signed	url:	https://tutorialsdojo.com/report.pdf	?Expires=13570344005
&Signature=nitfHRCrtziwO2HwPfWw~yYDhUF5EwRunQA...	&Key-Pair-
Id=K2JCJMDEHXQW5F	

signed	cookies:	in	inspect.

Geo-Restriction

'allow-list'

Alternate	Domain	Name	&	SSL	Certificate

SNI	=	Server	Name	Indication

Dedicated	IP	ADdress

CloudFront	->	AWS

WAF	-	CloudFront	Integration

AWS	Shield

Comparisons
High	Availability	vs	Fault	Tolerance.

RTO	vs	RPO

NACL	vs	Security	Group

File	Gateway	vs	Volume	Gateway	vs	Tape	Gateway

Integration	vs	Migration

Storage	Gateway	vs.	DataSync

EBS	vs	EFS	vs	S3

Durability

Access	Method

Scalability

Latency

Backups

Data	Encryption

Access	Control

NFSv4	Protocol	Support

Data	LifeCycle

Use	Cases

λambda-Testing
cached	volumes	vs	stored	volumes

cached	volumes	keep	only	the	hot	subset	on-prem	with	S3	as	primary
storage

stem	demanded	the	entire	dataset	local

AWS	CloudTrail	management	events	vs	data	events

Object-level	calls	are	data	plane;	management	events	never	record
DeleteObject

if	the	instance	can	deal	with	FAILOVERS,	then	it	is	HIGHLY	AVAILABLE

if	it	has	multiple	clones,	it	is	FAULT	TOLERANT

Fault	Tolerant	=>	uptime	of	100%

High	Available	means	uptime	of	99.99%

CloudWatch	can't	tell	you	anything	about	Security-group	changes.

A	lifecycle	policy	can	move	files	not	accessed	in	EFS	to	EFS	Infrequent
Access	after	30	days.
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Topic	Test.	Auto	Scaling
Target	tracking	=	you	name	ONE	number	and	nothing	else.	Pick	50%	CPU;
AWS	authors	the	alarms,	picks	the	adjustments,	does	the	rest.	The
thermostat.

Step	scaling	=	you	author	the	alarms	AND	a	ladder	of	adjustments	that	vary
with	the	size	of	the	breach.	If	the	stem	hands	you	thresholds,	alarms,	or
more	than	one	adjustment,	it	is	step.

Topic	Test.	DynamoDB
you	still	cannot	integrate	DynamoDB	table	with	CloudFront	as	these	two	are
incompatible.

A	global	secondary	index	can	only	be	created	in	the	region	where	its	parent
table	resides.	

the	more	distinct	partition	key	values	your	workload	accesses,	the	more
those	requests	will	be	spread	across	the	partitioned	space

Application	Load	Balancer	is	not	suitable	to	be	used	with	DynamoDB	

you	usually	put	EC2	instances	on	an	Auto	Scaling	Group,	and	not	a
DynamoDB	table.

using	a	Network	Access	Control	List	alone	is	not	enough	to	prevent	traffic
traversing	to	the	public	Internet.	Moreover,	you	cannot	copy	DynamoDB	on-
demand	backups	to	a	different	account	or	Region.

you	have	to	manually	enable	DynamoDB	Streams	first	before	you	can	use
its	endpoint

hence,	"Amazon	Kinesis	Client	Library	(KCL),	write	an	application	that
leverages	on	DynamoDB	Streams	Kinesis	Adapter	that	will	fetch	data
from	the	DynamoDB	Streams	endpoint.	When	there	are	updates	made
by	a	particular	user,	notify	the	subscribers	via	email	using	Amazon	SNS	"
is	incorrect.	

it	didn't	first	enable	DynamoDB	streams

same	with	this!	"Create	an	AWS	Lambda	function	that	uses	DynamoDB
Streams	Amazon	Kinesis	Adapter	which	will	fetch	data	from	the
DynamoDB	Streams	endpoint.	Set	up	an	Amazon	SNS	Topic	that	will
notify	the	subscribers	via	email	when	there	is	an	update	made	by	a
particular	user"

gotta	have	the	Answer	stem	say	that	you	ENABLE	DYNAMODB
STREAMS	FIRST.

Topic	Test:	S3
Site-to-Site	VPN	is	just	used	for	establishing	secure	connections	between
an	on-premises	network	and	an	Amazon	VPC

Topic	Test:	EFS
using	Bursting	Throughput	mode	won’t	be	able	to	sustain	the	constant
demand	of	the	global	application

EBS	volumes	are	block	storage	devices	attached	to	a	single	instance,
making	them	unsuitable	for	shared	storage.

Topic	Test:	EBS
EBS	volumes	can	only	be	attached	to	an	EC2	instance	in	the	same
Availability	Zone.

AWS	Backup	can	manage	retention	rules,	but	is	typically	used	for
centralized	backup	across	multiple	AWS	services.	It	is	not	just	focused	on
automating	EBS	snapshot	creation.	While	possible,	it	is	not	the	most	cost-
effective	or	straightforward	solution	for	this	specific	use	case.

instead	you	should	use	"DLM	(Data	LifeCycle	Manager)"

Amazon	S3	Server-Side	Encryption	and	S3	Client-Side	Encryption	is
incorrect	because	these	relate	only	to	S3.

on	EBS,	they	use	KMS	bring-your-own	OR	Amazon	managed	AWS	KMS.

instance	store	attached	to	EC2	instance	VS.	EBS	Volume	attached	to	EC2
instance.

the	use	of	instance	store	volume	is	not	suitable	for	mission-critical
workloads	because	the	data	can	be	lost	if	the	underlying	disk	drive
fails,	the	instance	stops,	or	if	the	instance	is	terminated.

an	Instance	Store	only	provides	ephemeral	storage	where	the	data	is
automatically	deleted	when	the	instance	is	terminated

Magnetic	volumes	provide	the	lowest	cost	per	gigabyte	of	all	EBS	volume
types	and	are	ideal	for	workloads	where	data	is	accessed	infrequently,	and
applications	where	the	lowest	storage	cost	is	important.

multi-attach	feature	can	only	be	enabled	on	EBS	Provisioned	IOPS	io2
block	express	or	io1	volumes.	In	addition,	multi-attach	won’t	offer	multi-az
resiliency	because	this	feature	only	allows	an	EBS	volume	to	be	attached
on	multiple	instances	within	an	availability	zone.
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Day	13.
Anki,	done.

Section	test:	Design	High-Performing	Architectures
Q1.	By	default,	Lambda	functions	come	with	512	MB	of	temporary	storage,
but	you	can	configure	up	to	10	GB	of	storage

Amazon	EFS	for	persistent	storage

EC2	INSTANCES	ARE	NOT	SERVERLESS!!!!

Q7.	difference	between	ALB	and	NLB?

UDP	is	not	supported	in	ALB

UDP	is	Layer	4,	i.e.	network.

yes,	DynamoDB	for	Key-value	pair	store.

Q8.	ECS	is	mainly	used	to	host	Docker	applications

Q9.	Recall	that	Rekognition	is	for	image	recognition.	

Q11.	Gotta	deploy	the	bastion	host	in	a	Public	subnet	of	a	VPC

Q12.	AWS	CloudFormation	provides	a	common	language	for	you	to	describe
and	provision	all	the	infrastructure	resources	in	your	cloud	environment.	

Q13.	EBS	has	a	storage	option	called	“Cold	HDD,”	but	due	to	its	price,	it	is
not	ideal	for	data	archiving.	EBS	Cold	HDD	is	much	more	expensive	than
Amazon	S3	Glacier	/	Glacier	Deep	Archive	and	is	often	utilized	in
applications	where	sequential	cold	data	is	read	less	frequently.

Q14.	You	can	use	the	consolidated	billing	feature	in	AWS	Organizations	to
consolidate	payment	for	multiple	AWS	accounts	or	multiple	AISPL
accounts.	With	consolidated	billing,	you	can	see	a	combined	view	of	AWS
charges	incurred	by	all	of	your	accounts.	You	can	also	get	a	cost	report	for
each	member	account	that	is	associated	with	your	master	account.

For	this	particular	scenario,	it	is	suitable	to	use	AWS	Organizations
instead	of	setting	up	an	AWS	Transit	Gateway	since	the	objective	is	for
maintaining	administrative	control	of	the	AWS	resources	and	not	for
network	connectivity.

Q16.	Lambda@Edge	lets	you	run	Lambda	functions	to	customize	the
content	that	CloudFront	delivers,	executing	the	functions	in	AWS	locations
closer	to	the	viewer.

origin	failover	by	creating	an	origin	group	with	two	origins	with	one	as
the	primary	origin	and	the	other	as	the	second	origin	which	CloudFront
automatically	switches	to	when	the	primary	origin	fails.	This	will	alleviate
the	occasional	HTTP	504	errors	that	users	are	experiencing.

although	establishing	multiple	VPCs	in	different	AWS	regions	and
configuring	a	transit	VPC	to	interconnect	them	IS	VIABLE.	it	is	not
the	most	cost-effective	option.	Use	Lambda@Edge	instead!

Q17.	AWS	Batch	jobs	does	not	provide	the	interactive,	high‑performance

SQL	analytics	or	BI	integration	needed	for	the	semi‑structured	and
structured	data.

it's	only	compute.

Q18.	SQS	is	a	message	queuing	service	that	ensures	message	delivery
between	distributed	components,	but	it’s	not	optimized	for	real-time
processing	of	high-velocity	data	streams.	It’s	better	suited	for	tasks	that	can
handle	a	bit	of	latency.

Q19.	A	Gateway	Load	Balancer	does	not	support	path-based	routing

Q20.	Amazon	FSx	still	has	a	higher	level	of	throughput	and	IOPS	compared
with	AWS	Storage	Gateway

Q21.	Amazon	FSx	for	NetApp	ONTAP	is	a	fully	managed	AWS	service	that
provides	high-performance,	scalable	file	storage	based	on	NetApp’s	ONTAP
file	system.	It	offers	versatile	storage	options,	supporting	both	file	(NFS,
SMB)	and	block	(iSCSI)	protocols,	making	it	compatible	with	Windows,
Linux,	and	macOS	environments.

Amazon	S3	is	primarily	an	object	storage,	not	block	storage.	It	doesn’t
offer	the	low-latency	access	required	for	a	trading	application.

Q24.	AWS	VPN	CloudHub	is	only	for	VPNs	and	not	for	VPCs.	

It	is	also	not	capable	of	managing	hundreds	of	VPCs	with	multiple	VPN
connections	to	their	data	centers	that	span	multiple	AWS	Regions.

Q25.	Storage	Optimised	Instances!

Memory	Optimised	->	in-memory

Compute	Optimised	->	compute	bound.	batch	processing,	media
transcoding

General	Purpose	->	too	basic.

Q29.	you	cannot	only	set	a	priority	to	individual	items	in	the	SQS	queue!

Q30.	encryption	at	rest	does	not	affect	the	traffic	routing

AWS	Direct	Connect	is	primarily	used	to	establish	a	dedicated	network
connection	from	your	premises	to	AWS

AWS	VPN	CloudHub	is	typically	used	to	provide	secure	communication
between	remote	sites	and	not	for	creating	a	private	endpoint	to	access
Amazon	S3	and	DynamoDB	within	the	Amazon	network.

Topic-test:	ELB	(elastic	load	balancing)
AWS	Firewall	Manager	just	simplifies	your	AWS	WAF	and	AWS	Shield
Advanced	administration	and	maintenance	tasks	across	multiple	accounts
and	resources.

Although	NACLs	can	help	you	block	incoming	traffic,	this	option	wouldn’t
be	able	to	limit	the	number	of	requests	from	a	single	IP	address	that	is
dynamically	changing.

Since	the	security	group	is	properly	configured,	the	issue	may	be	caused	by
a	wrong	health	check	configuration	in	the	Target	Group.

Application	Elastic	Load	Balancer:	only	allows	2	types	of	health	check:
HTTP	and	HTTPS.

A	TCP	health	check	is	only	offered	in	Network	Load	Balancers	and
Classic	Load	Balancers.

ICMP	health	check	and	FTP	health	check	are	incorrect	as	these	are	not
supported.

AWS	CloudTrail	is	primarily	used	to	monitor	and	record	the	account	activity
across	your	AWS	resources	and	not	your	web	applications

Network	Load	Balancers	do	not	support	gRPC

When	cross-zone	load	balancing	is	enabled,	each	load	balancer	node
distributes	traffic	across	the	registered	targets	in	all	enabled	Availability
Zones

Topic	Test:	IAM	(Identity	&	Access	Management)
IAM	Identity	Center	is	the	recommended	approach	for	workforce
authentication	and	authorization	on	AWS	for	organizations	of	any	size	and
type,	but	not	for	generating	tokens.

When	you	use	the	AWS	Management	Console	to	create	a	user,	you	must
choose	to	include	at	least	a	console	password	or	access	keys.	By	default,	a
brand	new	IAM	user	created	using	the	AWS	CLI	or	AWS	API	has	no
credentials	of	any	kind.

If	your	identity	store	is	not	compatible	with	SAML	2.0	then	you	can	build	a
custom	identity	broker	application	to	perform	a	similar	function.	

simply	using	an	IAM	policy	is	not	enough	to	integrate	your	LDAP	service
to	IAM.	You	need	to	use	SAML,	STS,	or	a	custom	identity	broker.

IAM	Identity	Center	uses	SAML	2.0

Topic	Test:	Lambda
overkill	to	use	AWS	Glue	for	processing	1	MB	of	data	per	day.	AWS	Glue	has
a	minimum	billing	duration	of	1	minute	(Glue	version	2.0	and	later),	which	is
not	cost-effective	for	processing	small	amounts	of	data	quickly	(in	10
seconds).

Data	Firehose	is	meant	for	delivering	streaming	data	to	a	storage

1	MB	per	day),	using	Redshift	would	be	a	poor	fit.

With	AWS	Lambda,	you	pay	only	for	what	you	use.

unlike	EC2	which	is	running	all	the	time.

Amazon	Athena	is	just	an	interactive	query	service	that	enables	you	to
easily	analyze	data	in	Amazon	S3	using	standard	SQL.	Kinesis	should	be
used	to	process	the	streaming	data	in	real	time.

Review	Mock	4
Q1.	The	Fleet	Manager	is	just	one	of	the	many	capabilities	of	the	AWS
Systems	Manager	that	provides	a	unified	user	interface	(UI)	experience	in
remotely	managing	your	nodes/EC2	instances	running	on	AWS	or	on-
premises.

AWS	RAM	is	used	to	securely	share	your	resources	across	AWS
accounts	in	your	AWS	organization	and	not	for	tracking	or	controlling
software	licenses.

Q4

	

Q5.

When	you	launch	an	EC2	instance	into	a	default	VPC,	AWS	provides	it
with	public	and	private	DNS	hostnames	that	correspond	to	the	public
IPv4	and	private	IPv4	addresses	for	the	instance.

However,	when	you	launch	an	instance	into	a	non-default	VPC,	AWS
provides	the	instance	with	a	private	DNS	hostname	only.	New
instances	will	only	be	provided	with	a	public	DNS	hostname
depending	on	these	two	DNS	attributes:	the	DNS	resolution	and	DNS
hostnames	that	you	have	specified	for	your	VPC	and	if	your	instance
has	a	public	IPv4	address.

In	this	case,	the	new	EC2	instance	does	not	automatically	get	a	DNS
hostname	because	the	DNS	resolution	and	DNS	hostnames
attributes	are	disabled	in	the	newly	created	VPC.

Q6.

AWS	Application	Migration	Service	(AWS	MGN)	is	the	primary	migration
service	recommended	for	lift-and-shift	migrations	to	AWS.

AWS	Application	Discovery	Service	is	primarily	used	to	track	the
migration	status	of	your	on-premises	applications	from	the	Migration
Hub	console	in	your	home	Region.	This	service	is	not	capable	of	doing
the	actual	migration.

Q7.	Standby	replica	is	used	in	Multi-AZ	deployments

Q8.	The	IAM	certificate	store	is	an	older	feature	that	can	also	store	SSL/TLS
certificates.

Q11.	While	Amazon	RDS	Multi-AZ	deployments	provide	high	availability	and
automatic	failover,	they	primarily	focus	on	database	redundancy	rather
than	improving	website	performance.

Q12.	testing	on	a	local	machine	may	not	accurately	replicate	the	resources
and	environment	of	a	large	RDS	DB	instance.	Thus,	the	tests	might	produce
unreliable	results.

note	that	a	stopped	DB	instance	does	continue	to	incur	costs	on	its
provisioned	storage.

Q14.	Even	though	S3-IA	costs	less	than	the	S3	Standard	storage	class,	it	is
still	more	expensive	than	S3-One	Zone	IA

Q16.	indeed	no	cost	for	a	stopped	EC2	instance

but	there	is	for	a	running	EC2	instance	as	well	as	for	an	EBS	volume
attached	to	a	stopped	EC2	instance.

Q19.	

io1	=	4GB	-	16TB

100	IOPS	-	64,000	IPOS

ratio	of	50:1

Q22.	Although	Amazon	Redshift	is	a	fully-managed	data	warehouse,	you	will
still	need	to	configure	cross-region	snapshot	copy	to	ensure	that	your	data
is	properly	replicated	to	another	region.

Q23.	Predictive	scaling	uses	machine	learning	to	predict	capacity
requirements	based	on	historical	data	from	CloudWatch.

Q25.	EBS	is	primarily	used	as	a	storage	of	your	EC2	instances.

silly	mistake!

storage	gateway.	"on-prem"

Q27.	you	cannot	directly	use	a	CloudFront	distribution	ID	as	a	principal	in	an
S3	bucket	policy

OAC	=	Origin	Access	Control

Q29.	An	Amazon	S3	Glacier	(Glacier)	vault	can	have	one	resource-based
vault	access	policy	and	one	Vault	Lock	policy	attached	to	it.

enforce	regulatory	and	compliance	requirements.

Q31.	you	can	configure	a	bucket	to	be	a	Requester	Pays	bucket

note	that	if	you	enable	Requester	Pays	on	a	bucket,	anonymous	access
to	that	bucket	will	not	be	allowed	anymore.

Q36.	Amazon	EKS	supports	two	autoscaling	solutions:

Karpenter	is	a	flexible,	high-performance	Kubernetes	cluster	autoscaler
that	launches	appropriately	sized	compute	resources,	like	Amazon	EC2
instances

Cluster	Autoscaler,	on	the	other	hand,	automatically	adjusts	the	number
of	nodes	in	a	cluster	based	on	pod	failures	or	rescheduling

Q37.	A	global	secondary	index	can	only	be	created	in	the	region	where	its
parent	table	resides

Q38.	An	Elastic	Fabric	Adapter	(EFA)	is	a	network	device	that	you	can
attach	to	your	Amazon	EC2	instance	to	accelerate	High	Performance
Computing	(HPC)	and	machine	learning	applications

Elastic	Network	Adapter	(ENA)	doesn’t	have	OS-bypass	capabilities,
unlike	EFA.

Elastic	Network	Interface	(ENI)	is	simply	a	logical	networking
component	in	a	VPC	that	represents	a	virtual	network	card.	It	doesn’t
have	OS-bypass	capabilities

Q39.		you	can’t	create	an	alarm	in	Amazon	SNS.

Q40.	it	is	not	possible	to	install	the	software	in	Amazon	S3.

Q45.	custom	Config	rule	is	just	unnecessary	since	a	managed	rule	already
exists	for	access	key	rotation

Amazon	EventBridge	cannot	directly	check	for	IAM	events	that	contain
the	age	of	IAM	access	keys.	You	must	use	the	AWS	Config	service	to
detect	the	non-compliant	IAM	keys.

Q46.	AWS	Service	Catalog	is	not	used	to	detect	non-compliant	resources
and	is	only	used	to	manage	catalogs	of	IT	services	from	virtual	machine
images,	servers,	software,	databases,	and	other	resources.

Q48.	a	standard	queue	only	provides	at-least-once	delivery	and	does	not
guarantee	strict	message	ordering,

Kinesis	data	stream	is	composed	of	shards,	where	each	shard	stores	a
sequence	of	ordered	data	records

Q50.	Amazon	S3	Glacier	is	used	for	data	archive	only.

Q51.	An	IAM	Role,	in	itself,	cannot	directly	make	the	S3	objects	public	or
change	the	permissions	of	each	individual	object.

CORS	will	only	allow	objects	from	one	domain	(travel.cebu.com)	to	be
loaded	and	accessible	to	a	different	domain	(palawan.com).	It	won’t
necessarily	expose	objects	for	public	access	all	over	the	internet.

Q53.	the	requirement	is	to	send	notifications	for	upcoming	or	scheduled
AWS	events.	This	solution	will	send	notifications	after	the	EC2	instances
have	stopped	and	not	show	upcoming	events	in	AWS.

Q54.	AWS	AppConfig	is	primarily	designed	to	manage	and	deploy
application	configuration	changes	in	a	controlled	and	safe	manner.	It	does
not	address	the	key	challenges	of	schema	conversion,	data	migration,	or
SQL	query	compatibility	crucial	for	transitioning	from	Microsoft	SQL	Server
to	Amazon	Aurora	PostgreSQL.

where	an	organization	is	transitioning	from	Microsoft	SQL	Server	to
Amazon	Aurora	PostgreSQL,	Babelfish	is	a	crucial	tool

Q58.	an	instances	IP	address	is	Metadata,	not	user	data.

	

Q62.	The	PII	(Personally	Identifiable	Information)	redaction	feature	of	the
Amazon	Textract	Medical	service	is	not	enough	to	identify	all	the	Protected
Health	Information	(PHI)	in	the	PDF	reports.

•

◦

◦

•

◦

◦

◦

•

•

•

•

•

•

◦

•

◦

-

•

◦

•

•

•

•

◦

•

◦

•

◦

◦

◦

•

•

◦

◦

•

•

•

•

◦

◦

•

•

•

•

•

•

◦

◦

•

•

•

•

◦

•

•

◦

•

◦

•

◦

-

-

•

◦

◦

•

•

•

•

◦

•

•

◦

•

◦

◦

◦

•

•

•

◦

◦

•

◦

•

◦

•

◦

•

◦

◦

•

•

◦

◦

•

•

•

◦

•

•

◦

•

•

◦

•

•

◦

•

◦

•

http://169.254.169.254/latest/meta-data/

ARN = Amazon

Resource

Name

{
"Version":"2012-10-17",
"Statement":[ statement 11

"Sid"') DirectoryTutorialsDojo1234",
"Effect":"Allow"
"Action": [

"ds: *"'

"Resource": "arn:aws:ds:us-east-1:987654321012:directory/d-1234567890"

Account nichor



Day	14.	Wednesday.

Topic	Test:	RDS
Q2.	AWS	Schema	Conversion	Tool	is	typically	used	for	heterogeneous
migrations	where	you’re	moving	from	one	type	of	database	to	another	(e.g.,
Oracle	to	PostgreSQL)

Q5.	although	you	can	create	and	assign	an	IAM	Role	to	your	EC2	instances,
you	still	need	to	configure	your	RDS	to	use	IAM	DB	Authentication.

IAM	database	authentication	works	with	MySQL	and	PostgreSQL.	With
this	authentication	method,	you	don’t	need	to	use	a	password	when	you
connect	to	a	DB	instance.	Instead,	you	use	an	authentication	token.

Q6.	transparent	data	encryption	(TDE)	is	primarily	used	to	encrypt	stored
data	on	your	DB	instances	running	Microsoft	SQL	Server	and	not	the	data
that	is	in	transit.

IAM	database	authentication	is	only	supported	in	MySQL	and
PostgreSQL	database	engines

Q7.	Is	RDS	ACID?

Standby	replica	is	used	in	Multi-AZ	deployments

Section	Test:	Design	Secure	Architectures
In	order	for	you	to	establish	an	SSH	connection	from	your	home	computer
to	your	EC2	instance,	you	need	to	do	the	following:

On	the	Security	Group,	add	an	Inbound	Rule	to	allow	SSH	traffic	to	your
EC2	instance.

On	the	NACL,	add	both	an	Inbound	and	Outbound	Rule	to	allow	SSH
traffic	to	your	EC2	instance.

Q4.	Amazon	Workspace	to	create	the	needed	virtual	desktops	in	your	VPC.

Q5.	Amazon	EBS	does	not	support	object	lock

EFS	only	supports	file	locking

Q8.	what	does	ElastiCache	do?

Using	Redis	AUTH	command	can	improve	data	security	by	requiring	the
user	to	enter	a	password	before	they	are	granted	permission	to	execute
Redis	commands	on	a	password-protected	Redis	server.

IAM	authentication	is	simply	not	supported	for	executing	Redis
commands	like	MULTI	EXEC,	and	IAM	tokens	expire	every	12	hours,
which	does	not	align	with	the	need	for	long-lived	credentials.

Redis	vs	other	DBs?	is	it	relational?	vs	Aurora?	vs	RDS?

Q13.	Origin	Shield	feature	is	not	primarily	used	for	security	but	for	improving
your	origin’s	load	times

Require	that	your	users	access	your	Amazon	S3	content	by	using
CloudFront	URLs,	not	Amazon	S3	URLs.

Q14.	SAML	2.0-Based	Federation	by	using	a	Web	Identity	Federation	is
incorrect	because	this	is	primarily	used	to	let	users	sign	in	via	a	well-known
external	identity	provider	(IdP),	such	as	Login	with	Amazon,	Facebook,	or
Google.	It	does	not	utilize	Active	Directory.

Q15.	A	Gateway	endpoint	is	a	type	of	VPC	endpoint	that	provides	reliable
connectivity	to	Amazon	S3	and	DynamoDB	without	requiring	an	internet
gateway	or	a	NAT	device	for	your	VPC.

When	you	create	a	Gateway	endpoint,	you	can	attach	an	endpoint	policy
that	controls	access	to	the	service	to	which	you	are	connecting

It	would	take	you	a	lot	of	time	to	configure	a	bucket	policy	for	each	S3
bucket	instead	of	using	a	single	endpoint	policy.

Q16.	bucket	policies	and	access	control	lists	(ACLs)	are	resource-based
policies

You	can	also	manage	the	public	permissions	of	your	objects	during
upload.	

CORS	will	only	allow	objects	from	one	domain	(travel.cebu.com)	to	be
loaded	and	accessible	to	a	different	domain	(palawan.com).	It	won’t
necessarily	expose	objects	for	public	access	all	over	the	internet.

CORS	will	only	allow	objects	from	one	domain	(travel.cebu.com)	to	be
loaded	and	accessible	to	a	different	domain	(palawan.com).	It	won’t
necessarily	expose	objects	for	public	access	all	over	the	internet.

Q18.	EBS	Encryption!

Snapshots	of	an	encrypted	volume	are	automatically	encrypted.

All	data	moving	between	the	volume	and	the	instance	are	encrypted.

Q20.	you	can't	block	IP	Addresses	from	a	Security	Group.	I	think	you	can	do
so	from	Network	ACcess	Control	List	though

Q22.	A	key	policy	is	a	resource	policy	for	an	AWS	KMS	key

Key	policies	are	the	primary	way	to	control	access	to	KMS	keys

All	Amazon	FSx	for	NetApp	ONTAP	file	systems	is	encrypted	at	rest	with
keys	managed	using	AWS	Key	Management	Service	(AWS	KMS).

the	resource	policy	specifies	who	can	invoke	the	Lambda	function,
not	which	AWS	operations	it	can	use.

Q23.	store	the	responses	in	an	Amazon	Kinesis	data	stream	and	set	its
retention	period

Create	an	Amazon	Pinpoint	journey	for	the	multi-engagement	SMS
marketing	campaign	and	an	Amazon	Kinesis	Data	Stream	for	analysis.
Configure	Amazon	Pinpoint	to	send	events	to	the	Kinesis	data	stream	for
collection,	processing,	and	analysis.	Set	the	retention	period	of	the
Kinesis	data	stream	to	365	days.

Q25.	Port	3389	is	for	RDP!

INGRESS	vs.	EGRESS

Q27.	EBS	volumes	are	for	block	storage,	and	while	they	primarily	focus	on
disk-level	encryption,	S3	requires	object-level	encryption

Q28.	A	VPC	endpoint	enables	you	to	privately	connect	your	VPC	to
supported	AWS	services	and	VPC	endpoint	services	powered	by	PrivateLink
without	requiring	an	Internet	gateway,	NAT	device,	VPN	connection,	or	AWS
Direct	Connect	connection.	

Endpoints	are	virtual	devices.	They	are	horizontally	scaled,	redundant,
and	highly	available	VPC	components	that	allow	communication
between	instances	in	your	VPC	and	services	without	imposing
availability	risks	or	bandwidth	constraints	on	your	network	traffic.

Internet	gateway	is	used	for	instances	in	the	public	subnet	to	have
accessibility	to	the	Internet.

NAT	Gateway	allows	instances	in	the	private	subnet	to	gain	access	to
the	Internet,	but	not	vice	versa.

Q29.	Match	Viewer	is	an	Origin	Protocol	Policy	that	configures	CloudFront
to	communicate	with	your	origin	using	HTTP	or	HTTPS,	depending	on	the
protocol	of	the	viewer	request.

Q30.	Remember	that	you	won’t	get	billed	if	you	use	a	Gateway	VPC
endpoint	for	your	Amazon	S3	bucket,	unlike	an	Interface	VPC	endpoint
that	is	billed	for	hourly	usage	and	data	processing	charges.	Take	note
that	the	scenario	explicitly	asks	for	the	most	cost-effective	solution.

Topic	Test:	SQS
Q1.	Because	Amazon	SQS	is	a	distributed	system,	there’s	no	guarantee	that
the	consumer	actually	receives	the	message

Thus,	the	consumer	must	delete	the	message	from	the	queue	after
receiving	and	processing	it.

Q2.	Amazon	SQS	uses	short	polling	by	default,	querying	only	a	subset	of	the
servers	(based	on	a	weighted	random	distribution)	to	determine	whether
any	messages	are	available	for	inclusion	in	the	response.	Short	polling
works	for	scenarios	that	require	higher	throughput.	However,	you	can	also
configure	the	queue	to	use	Long	polling	instead,	to	reduce	cost.

Q3.	Amazon	SQS	automatically	deletes	messages	that	have	been	in	a
queue	for	more	than	the	maximum	message	retention	period.	The	default
message	retention	period	is	4	days.

you	can	increase	the	message	retention	period	to	a	maximum	of	14	days
using	the	SetQueueAttributes	action.

Q4.	you	cannot	only	set	a	priority	to	individual	items	in	the	SQS	queue

Q5.	fan-out	the	messages	to	multiple	SQS	queues	using	a	filter	policy	in
Amazon	SNS	subscriptions	to	allow	parallel	asynchronous	processing.	By
doing	so,	the	entire	message	processing	will	not	exceed	24	hours.

Q6.	The	visibility	timeout	is	a	period	of	time	during	which	Amazon	SQS
prevents	other	consuming	components	from	receiving	and	processing	a
message.

immediately	after	the	message	is	received,	it	remains	in	the	queue.

To	prevent	other	consumers	from	processing	the	message	again,
Amazon	SQS	sets	a	visibility	timeout,	a	period	of	time	during	which
Amazon	SQS	prevents	other	consumers	from	receiving	and
processing	the	message.	The	default	visibility	timeout	for	a	message
is	30	seconds.	The	maximum	is	12	hours.

Component	Timeout	is	not	a	concept	or	configurable	parameter	that
exists	in	Amazon	SQS

Receive	message	wait	time,	which	controls	short	or	long	polling
behavior;	it	has	nothing	to	do	with	preventing	other	consumers	from
processing	the	same	message.

Q7.	Simple	Workflow	Service	=	SWF

Amazon	Simple	Queue	Service	(SQS)	and	Amazon	Simple	Workflow
Service	(SWF)	are	the	services	that	you	can	use	for	creating	a
decoupled	architecture	in	AWS.

you	can’t	create	a	VPC	peering	for	your	on-premises	network	and	AWS
VPC.

Q8.	Amazon	S3	notification	feature	enables	you	to	receive	notifications
when	certain	events	happen	in	your	bucket

Amazon	S3	supports	the	following	destinations	where	it	can	publish
events:

Amazon	Simple	Notification	Service	(Amazon	SNS)	topic

Amazon	Simple	Queue	Service	(Amazon	SQS)	queue

AWS	Lambda

you	can	only	add	1	SQS	or	SNS	at	a	time	for	Amazon	S3	events
notification.	If	you	need	to	send	the	events	to	multiple	subscribers,	you
should	implement	a	message	fanout	pattern	with	Amazon	SNS	and
Amazon	SQS.

you	can’t	poll	Amazon	SNS.	Instead	of	configuring	queues	to	poll
Amazon	SNS,	you	should	configure	each	Amazon	SQS	queue	to
subscribe	to	the	SNS	topic.

Topic	Test:	CloudFront
Q1.	S3	presigned	URLs	provide	temporary	access	to	specific	files

Q2.	CloudFront	is	primarily	a	content	delivery	network	service	that	speeds
up	the	delivery	of	content	to	your	customers.

WorkDocs	is	simply	a	fully	managed,	secure	content	creation,	storage,
and	collaboration	service.	

Q4.	You	can	control	how	long	your	objects	stay	in	a	CloudFront	cache
before	CloudFront	forwards	another	request	to	your	origin.	Reducing	the
duration	allows	you	to	serve	dynamic	content.

Q6.	Use	Amazon	ElastiCache	for	the	website’s	in-memory	data	store	or
cache.

I	had	no	idea	you	could	use	ElastiCache	for	website	speed.	I	thought	it
was	only	for	DB?

Q7.	Global	Accelerator	is	incorrect	because	this	service	is	more	suitable	for
non-HTTP	use	cases

Q8.	WAF	for	DDoS!	Not	GuardDuty

Section	Test:	Cost	Optimised
Q3.	AWS	Elastic	Disaster	Recovery	(AWS	DRS)	provides	continuous	block-
level	replication,	recovery	orchestration,	and	automated	server	conversion
capabilities.	These	allow	customers	to	achieve	a	crash-consistent	recovery
point	objective	(RPO)	of	seconds,	and	a	recovery	time	objective	(RTO)
typically	ranging	between	5–20	minutes.

Q4.	S3	Object	Lock	in	compliance	mode,	which	is	essential	to	prevent
deletion	or	modification	during	the	retention	period.

governance	mode	is	incorrect	because	it	does	not	only	provide	the	same
level	of	protection	as	compliance	mode

Q9.	governance	mode	is	incorrect	because	it	does	not	only	provide	the
same	level	of	protection	as	compliance	mode

Q10.	Data	Firehose	is	a	managed	delivery	service	optimized	for	buffering
and	loading	data	to	destinations	(like	S3)

Q14.	only	Amazon	S3	Standard	has	the	feature	of	no	minimum	storage
duration.	It	is	also	the	most	cost-effective	storage	service	because	you	will
only	be	charged	for	the	last	12	hours,	unlike	in	other	storage	classes	where
you	will	still	be	charged	based	on	its	respective	storage	duration	(e.g.	30
days,	90	days,	180	days).	S3	Intelligent-Tiering	also	has	no	minimum	storage
duration	and	this	is	designed	for	data	with	changing	or	unknown	access
patterns

Data	that	is	deleted	from	S3	Standard-IA	within	30	days	will	still	be
charged	for	a	full	30	days.

basically	the	same	for	Glacier	Deep	Archive

Q15.

You	will	be	billed	when	your	On-Demand	instance	is	preparing	to
hibernate	with	a	stopping	state

You	will	be	billed	when	your	Spot	instance	is	preparing	to	stop	with	a
stopping	state

Q18.	IAM	policies	are	primarily	used	to	specify	what	actions	are	allowed	or
denied	on	your	S3	buckets.	You	cannot	configure	an	IAM	policy	to
automatically	purge	logs	for	you	in	any	way.

Q19.	Storage	Gateway	is	mainly	used	in	providing	low-latency	access	to
data	by	caching	frequently	accessed	data	on-premises	while	storing	archive
data	securely	and	durably	in	Amazon	cloud	storage	services.	

Storage	Gateway	optimizes	data	transfer	to	AWS	by	sending	only
changed	data	and	compressing	data.

only	Amazon	S3	Standard	has	the	feature	of	no	minimum	storage
duration.	It	is	also	the	most	cost-effective	storage	service	because	you
will	only	be	charged	for	the	last	12	hours,	unlike	in	other	storage	classes
where	you	will	still	be	charged	based	on	its	respective	storage	duration
(e.g.	30	days,	90	days,	180	days).	S3	Intelligent-Tiering	also	has	no
minimum	storage	duration	and	this	is	designed	for	data	with	changing	or
unknown	access	patters.

you	didn't	need	continuous	access	to	the	Archived	data.

Q21.	There	are	separate	permissions	for	the	use	of	a	KMS	key	that	provides
added	protection	against	unauthorized	access	of	your	objects	in	Amazon
S3.	SSE-KMS	also	provides	you	with	an	audit	trail	that	shows	when	your
KMS	key	was	used	and	by	whom.

Q26.	Even	though	S3-IA	costs	less	than	the	S3	Standard	storage	class,	it	is
still	more	expensive	than	S3-One	Zone	IA.

Q27.	S3	Glacier	Flexible	Retrieval	is	typically	more	expensive	than	directly
backing	it	up	to	Glacier	Deep	Archive

Q29.	Target	Tracking	is	dynamic
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Recall that:

AWS DataSync is primarily used to simplify your migration with AWS. It makes it simple and fast to move large

amounts of data online between on-premises storage and Amazon S3 or Amazon Elastic File System (Amazon EFS).

Is Neptune a Graph database?

EBS vs. EBS Volume?

same thing?




